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Abstract—Aerial vehicles consist of many electronic devices 
connected through various networks. Thus, we should be 
able to describe them very clearly and easily to configure 
network channels. It is also highly desirable to have a 
framework that allows adding new network devices or 
protocols to the existing systems while minimizing the effects 
on the existing software. At the same time, since there are 
several kinds of network protocols available, an abstraction 
that supports multiple protocols in a transparent manner 
are essential to provide the portability of avionics 
applications. To address these, we extend the XML-based 
configuration of ARINC 653 so that the description of 
network devices and protocols can be done very 
systematically. In addition, we introduce the network 
manager that provides a transparent abstraction over 
multiple networks and efficient way of adding a new 
network protocol without modifications of existing software. 
We implement our design over Ethernet, Control Area 
Network (CAN) and POSIX Inter-Process Communication 
(IPC), and show its performance in terms of communication 
latency and jitter. 

Keywords -- integrated modular avionics; ARINC 653; 
inter-partition communication; partition 

I.  INTRODUCTION  

The most of current-generation avionics systems are 
based on the federated architecture, where an electronic 
device runs a single software module or application and 
collaborates with other devices through network. As the 
number of electronic devices in the avionics systems keeps 
increasing, the internal system architecture becomes very 
complicate and hard to handle with respect to integration, 
test, and maintenance. To cope with this, the Integrated 
Modular Avionics (IMA) [1] has been suggested, which 
aims to transparently integrate several avionics 
applications or modules developed by different 
organizations on the same computing device while the 
applications communicate with each other without 
knowing whether others are running on the same node or 

not. This enables an application to be easily reused on 
different avionics systems together with arbitrary sets of 
applications. Thus the support for transparent 
communication across different network devices and 
protocols is very important in terms of integration and 
reusability of avionics application software on the IMA 
architecture. 

To provide transparent communication support over 
various networks, we first need to separate the network 
configuration from actual implementations of 
communication software. The network configuration may 
describe connections between avionics applications and 
corresponding network devices, which vary according to 
how applications are integrated and what interconnections 
are installed on the target system. It is desirable to avoid 
influences of such configuration-dependent variations on 
application software.  

Secondly, since there are several kinds of network 
protocols available, unified programming interfaces that 
support multiple protocols in a transparent manner are 
essential to provide the portability of avionics application 
software across multiple network devices. These also can 
provide a common abstraction for inter- and intra-node 
communication, which enables transparent integration of 
several applications onto the same computing node.  

Finally, it is highly desirable to have a framework that 
allows adding new network devices or protocols to a 
legacy system while minimizing the effects on the existing 
software. This is important because new network 
interconnection technologies keep developing and replace 
conventional interconnects but it is desirable to reuse 
existing software already verified without modifications. It 
is also to be noted that researchers are recently trying to 
apply the IMA architecture to other application domains, 
such as satellites and spacecrafts, which require domain-
specific networks (e.g., SpaceWire and MIL-STD-1553B).  

The ARINC 653 standard [2] provides standardized 
guidelines for implementing the IMA architecture, which 
includes programming interfaces for resource partitioning, 
communication, and health monitoring. In addition, the 



ARINC 653 standard defines the XML-schema to describe 
the system configuration. The standard, however, does not 
clearly show how to implement internals of programming 
interfaces and how to support multiple network devices 
and protocols.  

In this paper, we aim to suggest a configuration 
mechanism and internal design of ARINC 653 to support 
multiple network devices and protocols. The suggestions 
allow the system integrator to easily configure the network 
connections and to run avionics application software over 
multiple network devices and protocols. More precisely, 
we extend the XML schema of ARINC 653 so that the 
description of network devices and protocols can be done 
very systematically. The information extracted from the 
XML document is also utilized at the run-time to select the 
correct network protocol according to the configuration 
while hiding such details from application software. Also 
the suggested design provides a framework that can 
support a newly installed network device without 
modifications of existing software. We implement queuing 
and sampling mode communication over Ethernet, Control 
Area Network (CAN), and POSIX Inter-Process 
Communication (IPC). We integrate our design into a 
Linux-based ARINC 653 [3] and show performance 
measurement results. 

Though there are several implementations of ARINC 
653, their internal details are not described in the literature 
because most of them are commercial versions. There are 
only few projects based on open source software [3, 4, 5, 
6] but they are mostly focusing on partitioning of 
resources without detail discussions on support for 
networking. To the best of our knowledge, this is the first 
literature that deals with the configuration and 
implementation issues of ARINC 653 inter-partition 
communication over multiple network devices. Our 
discussions about the several important issues for 
supporting multiple network devices will be very valuable 
to developers and researchers who are working on open 
architectures of avionics software. 

The rest of the paper is organized as follows:  Section 
II provides an overview of ARINC 653 and discusses 
related work. In Section III, we propose a design of inter-
partition communication for IMA. The performance 
measurement results are presented in Section IV. We 
finally conclude the paper in Section V. 

II. BACKGROUND 

A. Overview of ARINC 653 

In this subsection, we give an overview of the ARINC 
653 standard. The ARINC standards include the vast scope 
of the air transport avionics equipments and systems. 
Among them, the standard number 653 known as ARINC 
653 gives the standardized guide to implement the IMA 
architecture in the viewpoint of software platform and 
defines required features such as partitioning, 
communication, and health monitoring. In addition, the 
standard defines application programming interfaces for 

avionics application software. The ARINC 653 standard 
also provides XML schemata for configuration file. 

The partitioning feature enables different sets of 
processes to execute independently from each other in 
terms of memory and processor resources.  The partition 
code executes in user mode only. This model can isolate 
error caused by a partition but also improve software 
reusability. All partitions are created at system 
initialization phase and cannot be removed or created 
dynamically. 

ARINC 653 also defines communication interfaces for 
inter- and intra-partition communication. In this paper, we 
focus on inter-partition communication of ARINC 653. 
The inter-partition communication interfaces provide 
communication between two or more partitions that can 
run either on the same node or different nodes. To specify 
a connection between two or more partitions, ARINC 653 
uses a 2-tuple composed by channel and port. A channel 
defines a unidirectional logical link between source and 
destination ports of which each provides required 
resources that allow a specific partition to either send or 
receive messages. Both channel and port are defined 
statically by the configuration file.  The inter-partition 
communication supports two communication modes: 
queuing and sampling. In the queuing mode, the messages 
are queued in the internal message queue and passed to the 
application in FIFO manner. Thus there is no intentional 
message loss in this mode. On the other hand, in the 
sampling mode, only the last message is saved overwriting 
the previous one. This mode is useful when a controller 
sends sensing data to a controller that takes charge of 
avionic control because many of such controllers are 
interested in the current situation rather than the past.  

ARINC 653 also defines four intra-partition 
communication methods: buffers, blackboards, 
semaphores, and events. Buffers store messages in the 
message queue and deliver to the receiver in FIFO order. 
On the other hand, a blackboard does not queue messages. 
Any message written to a blackboard remains there until 
the message is either cleared or overwritten by a new 
instance of the message. The semaphores are used to 
synchronize between processes running in the same 
partition. An event is a communication mechanism that 
notifies an occurrence of a condition to processes which 
are waiting for it. 

B. Related Work 

Recently several researchers are carrying out detail 
studies on design and implementation alternatives of 
ARINC 653. Other than commercial real-time operating 
systems, there are POSIX-based user-level 
implementations, such as AMOBA [7], SIMA [8], and 
ACM [5] while Han and Jin [3] have suggested a kernel-
level ARINC 653 implementation. VanderLeest [9] and 
Han and Jin [6] have exploited a virtualization technology 
to implement ARINC 653 partitioning. RT-Xen [10] also 
provides a similar partitioning feature by utilizing 
virtualization though it does not follow the ARINC 653 
standard. Existing researches are, however, mainly 



focusing on providing partitioning with minor or no 
discussion about inter-partition communication. Our study 
presents an abstraction layer for ARINC 653 inter-partition 
communication over multiple network devices aiming for 
transparent portability. 

There also have been many studies on networking for 
avionics systems. CAN has been considered one of 
possible networks for avionics systems and defined as 
standards, such as ARINC 825 [11] and ARINC 826 [12]. 
Lin et al. [13] have showed that avionics systems can 
benefit from TTCAN (Time-Triggered CAN) in terms of 
reliability, stability and safety. Kim et al. [14] have 
proposed a design to utilize a fieldbus in virtualization-
based IMA systems. Avionics Full-Duplex Switched 
Ethernet (AFDX) also known as ARINC 664 is a state-of-
the-art network technology for avionics systems. Several 
researchers have carried out studies on real-time 
communication over AFDX [15, 16, 17]. In this paper, we 
more focus on the upper layers of communication software 
that realize IMA and support multiple network interfaces 
transparently. Thus, our study still can benefit from above 
existing researches to obtain real-time communication.  

III. DESIGN OF INTER-PARTITION COMMUNICATION 

FOR IMA 

In this section, we suggest a configurable, extensible 
design of inter-partition communication for IMA 
architecture. The suggested design can enhance the 
reusability and thus the safety of avionics software by 
providing transparent communication over different 
network devices and protocols. 

A. Overview 

Figure 1 shows the overall design of proposed system. 
Our design is based on a partitioning framework that we 
have implemented in the Linux kernel [3] but the proposed 
design can be widely applied to other partitioning 
operating systems as well.  

The process scheduler and partition scheduler perform 
at the kernel level in a hierarchical manner. The process 
scheduler uses the EDF algorithm while the partition 
scheduler uses a fixed-priority scheduling algorithm that 
prevents criticality inversion [18]. Each partition has a 
separate task queue so that switching between partitions 
can be done by simply changing a pointer. 

The system partition includes startup manager, 
network manager, and error handler. The system partition 
runs aperiodically with the highest priority. As specified 
by the ARINC 653 standard, all system configurations are 
performed statically by using an XML file that contains 
detail system information about partitions, processes, and 
communication channels. The startup manager parses the 
configuration file, creates a scheduling table with 
schedulability test and starts partitions running at the 
initialization phase. In addition, it provides the network 
configuration information to the network manager. The 
network manager implements transparent inter-partition 
communication over different network links, which is the 

main focus of this paper. The ARINC 653 library 
implements ARINC 653 APIs defined by the standard. 

 

 
Figure 1.  Overall design 

B. System Configuration  

In ARINC 653-based avionics systems, details of 
system configurations are described by the configuration 
file written in XML. The configuration file can specify 
network connections between partitions but the standard 
does not provide details of configuring underlying network 
devices or protocols. It is to be noted that the configuration 
file has to be able to describe network devices and 
protocols to achieve transparent communication over 
different networks, otherwise applications would be 
required to specify underlying network configurations by 
themselves, which results in a high dependency on a 
specific network and less portability. 

 
<NetworkInterface> 
<Ethernet InterfaceName="eth0" InterfaceId="0" 
Addr="192.168.0.10" /> 
 

<Ethernet InterfaceName="eth1" InterfaceId="1" 
Addr="192.168.0.11" /> 

</NetworkInterface>

Figure 2.  Example of network device configuration 

To represent network devices, we extend the XML 
schema defined by ARINC 653 by adding the XML 
element called NetworkInterface. Figure 2 shows a 
configuration example for two Ethernet devices. The 
InterfaceName in figure 2 represents a distinguished 
name of each network device and is used in port 
configuration. Each network device also has a unique ID 
(i.e., InterfaceID in Figure 2). In addition, we specify 
the IP address assigned to the corresponding network 
device in case of Ethernet.  

 
<Protocol> 

<UDP ProtocolName="udp0" ProtocolId="0"  
Port="5000" /> 
 
<UDP ProtocolName ="udp1" ProtocolId ="1"  
Port="5001" /> 

</ Protocol >

Figure 3.  Example of protocol configuration 



Moreover, we extend the XML schema to support 
protocol configuration. Each protocol has its name, ID, 
and attributes as shown in Figure 3. In case of IP-based 
transport protocols, such as TCP and UDP, attributes 
include port number. Instead, the attributes include the 
message ID for CAN protocols. Many protocols require 
applications to specify two endpoints (i.e., source and 
destination) to establish a connection. By combining 
device and protocol information we can represent an 
endpoint, which is introduced into the ARINC 653 port 
information as our extension.  

 
<Partition PartitionIdentifier=”0” 
 PartitionName=”ex_partition1”> 

<Queuing_Port PortName=”ex_port0” 
  MaxMessageSize=”1500” Direction=”SOURCE” 
  MaxNbMessages=”30” InterfaceName="eth0" 
  ProtocolName="udp0" /> 

</Partition> 
 

<Partition PartitionIdentifier=”1” 
 PartitionName=”ex_partition2”> 

<Queuing_Port PortName=”ex_port1” 
MaxMessageSize=”1500” Direction=”DESTINATION” 
MaxNbMessages=”30” InterfaceName="eth1" 
ProtocolName="udp1" /> 

</Partition> 

Figure 4.  Example of port configuration  

An ARINC 653 port represents a communication 
endpoint and its required resources. Ports are defined as a 
part of partitions as shown in Figure 4. We extend 
attributes of port to map it onto a pair of network device 
and protocol. In Figure 4, there are one source port and 
one destination port of which both use UDP/IP over 
Ethernet specified in Figures 2 and 3. In this manner, we 
can easily specify various underlying networks in the 
configuration file and link these to ports of ARINC 653 
transparently from applications. We consider network 
device and protocol configurations to be independent or 
horizontal, which allows a system integrator to update 
either of elements without bothering to understand the 
other one. For example, we can easily change the protocol 
configuration from UDP to TCP and do not need to know 
about the existing configuration of the network device. 

 
<Channel ChannelName="ch01" ChannelID="0"> 
<Source> 
<Standard_Partiton name=”ex_partition1” 
 PortName=”ex_port0” /> 

</Source> 
 

<Destination> 
<Standard_Partiton name=”ex_partition2” 
 PortName=”ex_port1” /> 

</Destination> 
</Channel> 

Figure 5.  Example of channel configuration  

A channel configuration is done by defining a set of 
ports. The ARINC 653 standard provides a simple format 
to represent a channel, which  requires only partition and 
port names. Figure 5 shows an example that uses the two 
ports defined in Figure 4 as source and destination ports, 

respectively. Thus, details of underlying network 
configurations can be concealed from the channel level 
configuration. 

C. Extensible Design for Various Networks 

In this subsection, we detail our extensible framework 
for various networks, which minimizes implementation 
efforts to add support for an additional network. To 
achieve this goal, we introduce the network manager to the 
system partition. The network manager provides a 
transparent abstraction to application partitions and 
therefore does not require any modifications on existing 
applications and library to support new networks. In 
addition, the network manager defines flexible data 
structures to represent ports over different networks. This 
provides potential opportunities for supporting a channel 
that consists of ports on different networks [19] and for 
reconfiguring the underlying network in run-time 
transparently. Figure 6 shows internals of network 
manager. 

The network manager creates a communication thread 
per channel on every node. The thread has pointers for 
descriptors of source port and destination ports. These data 
structures are constructed based on the information 
provided by the startup manager described in Subsection 
III.A. As we have mentioned in Subsection II.A, ARINC 
653 channels are unidirectional; thus, only one port can be 
the source in a channel. Since each network has own 
communication APIs, we provide Network Abstraction 
Layer (NAL) so that the communication thread can call 
common rapper functions blindly to perform sending or 
receiving operations over different network interfaces. The 
pointer for the appropriate communication function is 
stored in the descriptor of each port. In this way, we can 
minimize the additional implementation for new network 
while utilizing the most of existing codes.  

 

 
Figure 6.  Internals of network manager 

We construct separate descriptor lists of destination 
ports according to what network interface they are 
connected to. The intention of this design is to utilize the 



multicast feature if it is provided by the corresponding 
network. If the network descriptor that heads the port 
descriptor list has valid pointer for multicast, we simply 
use it skipping traversing the port descriptors underneath 
the header. On the other hand, if the pointer is null, we call 
the send functions traversing port descriptors one by one.  

In the example shown in Figure 6, the communication 
thread is responsible for a channel where the port named 
prt_s in local partition (i.e., Application 
Partition 1 in the figure) is the source. There are four 
destination ports in the destination port list of which 
prt_l is local but others are remote via either Ethernet or 
CAN. The communication thread waits for new messages 
by using function pointer in the source port descriptor. 
Once the thread detects a new message arrived, it sends the 
message to destination ports. As we have mentioned, 
destination ports are grouped based on corresponding 
networks, which are Ethernet, CAN, and IPC in this 
example. If a network such as CAN provides multicast, the 
communication thread simply exploits it for better 
scalability. Otherwise, we need to send messages to 
destination ports using one-to-one communication.  

The communication thread waits for new message in a 
blocking mode instead of polling because it should react 
immediately for new messages avoiding excessive 
consumption of processor resources. In addition, we assign 
a higher priority to the system partition than application 
partitions to attain less communication jitter. 

IV. PERFORMANCE MEASUREMENT 

We have implemented our design on Linux-based 
ARINC 653 [3], which is based on Ubuntu Linux (kernel 
version 2.6.32). We measure its performance over a pair of 
industrial embedded boards equipped with Intel Atom 
1.8GHz processor, Realtek RTL811DL Gigabit Ethernet, 
and PEAK CAN device.  

We measure the communication latency in a way that 
two nodes send and receive the same size messages in a 
ping-pong manner repeatedly for a given number of 
iterations. We measure the average time taken for each 
loop, which is round-trip communication latency, and 
divide it by 2 to report one-way latency. In the 
experiments, we consider the message size only up to 8-
bytes for CAN because its frame can convey 8-bytes 
payload in maximum. We measure the one-way 
communication latency of Ethernet and IPC for 1 to 1024-
bytes messages. Since our design can provide transparent 
communication over different network links, we use the 
same microbenchmark software for all measurements 
changing only the configuration file.  

We report the results of queuing mode communication 
but we have observed that the sampling mode also 
presents the same trends in our experimental setup. In this 
paper, we assume that application processes perform 
periodic communication and are synchronized by means of 
global clock. We decide execution time and period of 
processes heuristically. 

A. One-Way Communication Latency 

Figure 7 compares the performance of our 
implementations with that of basic implementations that 
support neither ARINC 653 APIs nor multiple networks. 
In cases of CAN and Ethernet, we measure the latency on 
two different nodes while measurements for IPC are 
conducted on a single node. As we can see in the figure, 
additional overheads by the network manager is not 
significant. The reason why the communication latency of 
Ethernet increases suddenly after 64-bytes message size is 
because messages less than 64-bytes can fit into the 
internal kernel data structure (i.e., sk_buff) and thus can 
be moved between memory and network interface together 
with protocol headers by a single DMA operation. We can 
also observe that IPC_ARINC653 shows prominently 
worse performance than the original case, which is mainly 
because the partition scheduler used does not assign 
processor resources to the next partition unless the time 
becomes the scheduling point predefined by the 
scheduling table. We believe that this can be resolved if 
we modify the partition scheduling algorithm in a more 
active and flexible manner. 

 

 
Figure 7.  One-Way Latency of CAN, Ethernet and IPC 

B. Scalability 

We analyze the scalability of our implementation in 
terms of number of channels. We increase the number of 
channels from 1 to 5 and measure jitters of one-way 
communication latency. Each channel consists of two 
ports on different partitions. Thus, each embedded board 
run five partitions as maximum, which are connected 
through parallel channels that share the same physical 
network link during the experiments for CAN and Ethernet. 
In case of IPC, total ten partitions run on the same node for 
five-channel experiments. We use 8-bytes message for 
these experiments. 

Figure 8 shows jitters in percentage compared with 
average latency when we enable five channels. As we can 
see, our implementation hardly shows jitters regardless of 
network interfaces. For example, the jitter of inter-partition 
communication over CAN is less than 1% of average 
communication latency. 



V. CONCLUSIONS AND FUTURE WORK 

In this paper, we suggested a configurable, extensible 
design of inter-partition communication for IMA 
architecture. We extended the XML schema of 
configuration file defined by ARINC 653 so that the 
configuration file can describe network devices and 
protocols, which can separate the network configuration 
from actual implementations of communication software. 
In addition, we introduced the network manager that 
provides a transparent abstraction over multiple networks. 
The network manager was also able to utilize multicast 
aiming for better scalability with many destinations. We 
also assigned a high priority to network manager for less 
communication jitter. We implemented our design over 
Ethernet, CAN and POSIX IPC, and measured its one-way 
communication latency varying the number of channels. 
The measurement results showed that our implementation 
hardly induced jitters on these network interfaces. 

As future work, we plan to measure the performance 
on a larger network environment with various scenarios. In 
addition, we intend to extend our implementation to 
support other network interfaces, such as AFDX and 
wireless LAN. We also plan to study a scheme for 
harmonizing partition/process scheduling with inter-
partition communication.  

 

 
(a) CAN 

 
(b) Ethernet 

 
(c) IPC 

Figure 8.  Plots of 100 samples of latency jitter 
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