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Abstract - Many embedded systems are exploiting embedded 
Linux due to its rich features and device drivers. However, 
since embedded Linux is inherited from traditional monolithic 
kernel design, it has limitations to support real-time 
communication. One such example is that the protocol stacks 
of embedded Linux are following the bottom half based 
architecture. The user-level operations of a higher priority 
process can get delayed while the bottom half handles the 
packets for even lower priority processes. In addition, the 
send/recv semantics of traditional protocol stacks are not 
sufficient to support various real-time embedded applications. 
In this paper, we aim to design and implement a lightweight 
protocol stack that can support real-time communication over 
Ethernet without Linux kernel modification. The proposed 
protocol, called RTDiP, provides priority awareness, 
communication semantic for synchronization, and low 
communication overhead. The experimental results show that 
RTDiP can improve the communication latency up to 79% 
compared with TCP/IP. We also show that RTDiP can 
guarantee the execution time of real-time applications with 
less disturbance by communication of lower priority process 
and can provide predictable communication latency to real-
time applications. 

Keywords: Embedded Linux, Real-Time Communication, 
Ethernet, Process Priority, Synchronization 

 

1 Introduction  
Many emerging embedded systems are connected 

through network and collaborate together. In factory 
automation systems, for example, the manufacturing 
machines, monitoring nodes, and control machines are 
connected via local network. Today many manufacturers 
depend on serial-based industrial networks. However, the 
better alternative for such network can be Ethernet [1][2] due 
to its high performance and widely accepted open standard. 

Embedded Linux is employed to many embedded systems 
since it can provide rich features and device drivers. 
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Embedded Linux also provides real-time supports such as 
POSIX.1b [3], which includes real-time process scheduling 
policies, real-time signals, etc. However, since embedded 
Linux is inherited from traditional monolithic kernel design, 
it has limitations to support real-time communication. For 
instance, the network protocol stacks (i.e., TCP/IP suite) 
implemented in the kernel process the packets in a first-in-
first-service manner without the knowledge of priority of 
corresponding process. Consequently, if massive packets for 
low priority processes are received, the packets for a high 
priority process get delayed significantly. Similarly, user-
level operations of a higher priority process can also miss the 
deadline because of the packets for low priority process. This 
is mainly because the protocol stacks of embedded Linux are 
implemented as the bottom half of traditional monolithic 
kernel.  

In addition, the semantics of data transmission provided 
by TCP/IP is not sufficient to support various real-time 
embedded applications. In TCP/IP, the data transmitted to the 
receiver are passed to the application in sequence without 
intentional packet drop. Many helper applications of real-time 
systems, such as synchronization and shared state managers, 
keep interesting information updated through communication 
between nodes. To attain the packet containing the latest 
information, the applications have to first drain all the packets 
that hold outdated information though the information in the 
packets is not valid anymore. This is because the traditional 
communication semantic is to deliver all received packets to 
the application in sequence, which makes guaranteeing real-
time requirements even harder in many critical real-time 
application domains. 

In this paper, we aim to design and implement a 
lightweight protocol stack that can support real-time 
communication over Ethernet. We call the protocol stack as 
RTDiP (Real-Time Direct Protocol). RTDiP can process the 
packets belong to higher priority process first. Moreover, 
RTDiP provides a new communication semantic for 
synchronization. The performance measurement shows that 
RTDiP can improve the communication latency up to 79% 
compared with TCP/IP. We also show that RTDiP can 
guarantee the execution time of real-time applications with 
less disturbance by communication of lower priority process 



and can provide predictable communication latency to real-
time applications. 

The rest of the paper is organized as follows: Section 2 
describes existing design of protocol stacks implemented in 
the embedded Linux kernel and its limitation in the real-time 
computing point of view. In Section 3, we suggest RTDiP, 
which can overcome the limitations of existing protocol 
stacks. Section 4 presents the performance measurement 
results. We discuss related work in Section 5 and finally 
conclude the paper in Section 6. 

2 Background 
In this section, we describe the design of existing 

protocol stacks implemented in embedded Linux focusing on 
the receiver side. 

When an application calls a receive system call, if there 
is any packet that already has been received in the kernel 
buffer, the data in the packet is copied to the user buffer. 
Otherwise, the application is forced to block. 

When a packet arrives from the network to the Ethernet 
controller on the embedded board, the controller generates an 
interrupt. Then the interrupt handler implemented in the 
device driver moves the packet to the kernel buffer and 
passes it to the bottom half. The bottom half implements 
deferrable functions, which correspond to the IP and TCP 
layers. From Linux kernel version 2.4, the bottom half for 
networking is implemented as softirq but, in this paper, we do 
not distinguish bottom half and softirq and use bottom half 
because it is more general term. The bottom half is scheduled 
by the interrupt handler to be executed when there is no 
interrupts to be processed. It is to be noted that if the bottom 
half has work to do, no applications can run until the bottom 
half finishes its task. That is, the priority of the bottom half is 
lower than that of the interrupt handler but higher than any 
applications. Thus, the bottom half can occupy the CPU 
resource to handle the packets for low priority processes even 
if a higher priority process is ready to run for urgent deadline.  

The packets arrived in the kernel buffers are queued 
until the corresponding application calls the receive system 
call. The system call delivers the packets queued in the kernel 
in FIFO manner to the application. A helper application of a 
real-time system, for example, can send packets with latest 
state information periodically to client nodes. The packets are 
queued on the client node unless the receiver read the packet 
as soon as it arrives. Therefore, several packets can be 
accumulated on the client and the most updated information 
can be visible to the receiver only after all the packets are 
dequeued. This results in nondeterministic latency and makes 
guaranteeing the real-time requirements very hard. Though 
TCP provides the urgent data flag to let the application know 
the urgent data has been arrived, TCP still gives the packets 
to the application in sequence. 

3 RTDiP : Real-Time Direct Protocol 
As described in the previous section, existing design of 

protocol stacks implemented in embedded Linux has 
limitations to support real-time communication. In this 
section, we suggest a new design of protocol stack called 
RTDiP over Ethernet, which can provide priority awareness, 
communication semantic for synchronization, and low 
communication overhead. We carefully design RTDiP so that 
we can simply implement it by modifying the device driver 
but without any kernel modification. Moreover, RTDiP can 
harmonize with all process scheduling policies implemented 
in embedded Linux. 

3.1 Process Priority Aware Protocol Stack 
The traditional protocol stacks on the receiver side is 

implemented based on the bottom half architecture. As we 
have discussed, since the bottom half has higher priority than 
any of applications, a high priority process can get delayed 
while the bottom half is busy with the packets for a lower 
priority process. 

To tackle this issue, we get rid of the bottom half from 
the RTDiP data path and efficiently distribute the work, 
which has been done by the bottom half, into user library, 
system call, and the interrupt handler. When the packet is 
received, the interrupt handler of the Ethernet controller 
quickly decides which connection is corresponding to the 
packet and queues it to the backlog queue. We also carefully 
modify the interrupt handler so that the embedded Linux can 
still support TCP/IP packets without interference with RTDiP. 

The user library and the system call are responsible for 
the data movement between the kernel and user buffers. Since 
the backlog queue is shared between the system call and the 
interrupt handler, we need synchronization to access the data 
structure. To do this, we disable the interrupt during the 
system call deletes a packet from the backlog queue. It is to 
be noted that the deletion overhead is very small and constant. 
On the other hand, the interrupt handler does not raise a lock 
to access the queue because it has higher priority and assumes 
single processor system.  

That is, most of actual RTDiP packet processing is 
done by the user library and system call. Since the process 
scheduler assigns the CPU resource to the processes based on 
their priority, the higher priority process can have more 
chance to call the receive system call than lower priority 
processes. Therefore, without any modification of the process 
scheduler, RTDiP can process the packets for the higher 
priority process preferentially and prevent the delay of higher 
priority process. 

3.2 Communication Semantic for Synchronization 
The existing application interfaces such as Sockets 

provide the send/recv communication semantics that deliver 



the packets in sequence to the application. Thus the protocol 
stacks keep the packets to the queue and give them to the 
application when it is available. However, as we have 
discussed, synchronization managers can be interested only in 
the last packet that contains the latest information. In such 
case, the application has to pull out all the packets from 
queue to obtain the last packet but the previous packets are 
not useful to the application. 

In order to efficiently support the synchronization 
applications of real-time, we suggest a new communication 
semantic that deliver the last packet ignoring the previous 
packets. In the synchronization communication semantic, 
RTDiP does not queue the packets but keep only the last 
packet received. There are two critical requirements when we 
design and implement the communication semantic for 
synchronization: i) time stamping and ii) predictable latency. 

Many synchronization applications require the 
information of when the packet has been arrived on that node 
because the application does not know how long the packet 
has been stayed in the kernel after receiving. Though the 
protocol stacks in embedded Linux also keep such 
information, it is not exposed to the applications. On the other 
hand, RTDiP keeps the timestamp information generated by 
the interrupt handler and gives it to the applications so that 
they can perform accurate synchronization operations. 

In addition, each connection holds the latest packet of 
synchronization semantic dropping the previous packets for 
synchronization. Thus, it can save more memory than 

send/recv semantic. More importantly, RTDiP can guarantee 
that the latency of receiving operation is predictable due to 
the fact that the first packet passed by the receive system call 
is always the latest packet received. 

3.3 Low Communication Overhead 
 Many of embedded nodes are connected in LAN 

environment [4][5] though they are managed through IP 
network via a gateway. The protocol stacks in embedded 
Linux, however, targets general purpose WAN environment, 
which can result in heavy communication overhead and low 
performance in LAN environment. 

To achieve better performance in LAN environment, 
we suggest a thin transport layer over Ethernet. We define the 
packet format of RTDiP as shown in Figure 1. As we can see 
in the figure, the RTDiP header includes destination port, 
length of user data, packet priority, and flag for 
communication semantics. The interrupt handler does 
demultiplexing using the destination port and queues the 
packet into the backlog queue of which overhead is not 
significant. The RTDiP user library and system call move the 
data between the user and kernel buffers. Figure 2 shows the 
data path of RTDiP and compares it with that of existing 
protocol stacks (e.g., TCP/IP). As we can see, since RTDiP 
skips TCP/IP layers and directly accesses the Ethernet layer it 
can provide lower communication overhead. In addition, on 
the sender side, we reduce the number of data copy into one. 
Existing protocol stacks first copy the user data into the 
kernel buffer. Then, the data in the kernel buffer is again 
moved to the Ethernet controller. In RTDiP, we directly move 

copy 

copy 

direct
copy 

TCP/IP RTDiP

Device Driver 

User 

Data Data

Kernel 

Ethernet 
Controller 

TCP/IP 
(Bottom Half) 

RTDiP

Device Driver 

User 

Kernel 

Ethernet 
Controller 

Receive Buffer 

Demultiplexing 

Demultiplexing 

(b) Receiver (a) Sender 

Receive Buffer 

Figure 2. Comparison of Data Path between RTDiP and TCP/IP 

Destination Source Type Dest Port Length Priority User Data CRCFlag

Ethernet Header RTDiP Header 

Figure 1. RTDiP Packet Format



the user data into the Ethernet controller. 

The priority in the packet header defines the priority of 
packets in the connection, which is applicable to the packets 
of send/recv semantics. The system call returns the highest 
priority packet first. For the same priority packets, the system 
call returns the packets in FIFO manner. The flag field 
specifies whether the packet is for send/recv semantics or 
synchronization semantic. If a packet is specified as a 
synchronization packet, the interrupt handler manipulates it 
as described in Section 3.2. 

4 Performance Measurement 
We have implemented RTDiP in the smc91x device 

driver. For the experiments, we have used a pair of embedded 
boards [6] equipped with Intel XScale PXA270 (520MHz), 
128MB SDRAM, 32MB Flash ROM, and LAN91C111 
Ethernet controller. We have installed embedded Linux 
(kernel version 2.6.12) on the embedded boards and 
connected them directly without either switch or hub. In this 
section, we compare the performance of RTDiP with TCP/IP. 

4.1 Process Priority Awareness 
In this experiment, we run an application of high 

priority, which performs mathematical computation, while 
running a networking process with lower priority as 
background. The computing process wakes up for every 
20ms and does the computation. The networking process 
receives 1KB packets continuously from a remote node with 
a flow control. We have chosen 1KB message size because 
RTDiP and TCP/IP show similar communication bandwidth 
with the message size as shown in Section 4.3. We use the 
FIFO real-time scheduler of embedded Linux for the 
computing process and the OTHER non-real-time scheduler 
for the networking process. The intention of the experiment is 
to see how much the real-time application (i.e., computing 
process) is affected by the communication of non-real-time 
application (i.e., networking process).  

Figure 3 shows the snapshot of computing process's 
execution time for 1sec. It is to be noted that RTDiP-
send/recv does not affect the execution time of real-time 
application much, which shows indeed almost constant value. 
This means that RTDiP can provide process priority 
awareness and performance predictability. On the other hand, 
in case of TCP/IP, the execution time of computing process is 
fluctuates significantly. The execution time increases up to 
51% compared with the minimum execution time. Moreover, 
we can observe that the execution period of computing 
process is also varied because the execution time is not 
guaranteed. In a real system, such period variation may lead 
to a deadline miss.  
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Figure 3. Real-Time Process Execution Time 

 

4.2 Communication Performance for 
Synchronization 

 In this section, we consider the synchronization 
scenario in which a server process sends the latest state 
information to the remote process periodically. The receiver 
on the remote node wakes up periodically and updates local 
information to the data in the last packet received. We vary 
the periods of sending operation on the sender and updating 
operation on the receiver, respectively. We measure the time 
difference between when the receiver wakes up and when 
finishes updating the state information successfully. 

Figures 4, 5, and 6 show the measurement results of 
information updating overhead. We have varied the both 
periods of sending and updating from 100ms to 1sec. the size 
of each information packet is 1KB. Figures 4 and 5 show that 
TCP/IP and RTDiP-send/recv take significant time to update 
the information especially when the sending period is larger 
than the updating period. This is because the packets of 
send/recv semantics are queued on the receiver side. Thus the 
application has to pull out the packets to get the last one. On 
the other hand, the information updating overhead of RTDiP-
sync in Figure 6 is bounded below 90us regardless of the 
period values. This demonstrates that RTDiP-sync can 
provide predictable latency for synchronization managers. 

For a large sending period together with a small 
updating period, it happens often that there is no packet 
received when the updating process wakes up. Thus the 
updating process quickly goes back to sleep without actual 
updating, which reports very low updating overhead. This is 
the reason why all three graphs show very low overhead for 
such period range. 
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Figure 4. Information Updating Overhead of TCP/IP 
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Figure 5. Information Updating Overhead of RTDiP-
send/recv 
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Figure 6. Information Updating Overhead of RTDiP-sync 
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Figure 7. One-Way Communication Latency 
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Figure 8. Communication Bandwidth 

4.3 Communication Latency and Bandwidth 
To measure the basic performance benefit of RTDiP, 

we have implemented the micro-benchmarks that measure 
one-way communication latency and bandwidth. The 
communication latency test is carried out in a standard ping-
pong fashion. The bandwidth test measures the utilized 
bandwidth while transmitting packets with window-based 
flow control. 

Figure 7 shows the one-way communication latency 
varying the user message size from 1B to 1450B. As we can 
observe, RTDiP-send/recv reduces the latency up to 79% 
compared with TCP/IP. This is because RTDiP directly 
accesses Ethernet skipping the heavy TCP/IP layers and does 
less data copy as described in Section 3.3. The dominant 
overhead of RTDiP is the interrupt handler overhead in which 
the data movement cost between the kernel buffer and 
Ethernet controller is included. In general, this overhead is 
evitable because an efficient way to move the data, such as 
DMA, is not supported in embedded systems. 



The bandwidth results are shown in Figure 8. We can 
see that for small and middle size messages, TCP/IP achieves 
higher bandwidth than RTDiP-send/recv. This is because 
TCP is a stream protocol and merges small messages into 
large one when several packets are buffered on the sender 
side, which results in better network utilization. On the other 
hand, RTDiP is a datagram protocol and deals with different 
messages as separate packets. For large messages, however, 
as shown in figure, RTDiP-send/recv presents higher 
bandwidth than TCP/IP. 

5 Related Work 
There have been many researches to provide the real-

time communication for user-level processes. The standalone 
user-level daemons that perform central management of 
communication requests from the processes has been 
proposed in [7][8][9]. The daemon obtains the priority of 
each process and schedule the communication based on this. 
This scheme, however, should keep track of changing the 
process priority. Since the real-time schedulers can change 
the process priority at any time, the daemon has to be notified 
whenever the priority is changed, which is not easy. In 
addition, the data movement between user processes and 
daemon is expensive. Compared with this scheme, RTDiP 
can adapt to dynamic changing of priority flexibly and 
provide low communication overhead.  

Intelligent network controllers can perform 
demultiplexing instead of a daemon process for user-level 
protocols as suggested in [10][11][12]. In this case, we can 
implement the full TCP/IP stacks as user library. However, it 
is not general to employ such intelligent network controller in 
the embedded systems because of board space, price, etc. 

An upcall-based real-time communication support has 
been proposed in [13]. In this mechanism, each process 
registers the upcall handler that handles the packet arrived. 
Though the upcall has its own priority, it is not tied with the 
process priority and cannot be changed dynamically when the 
process priority is altered by scheduler. 

The user-level middleware scheduling proposed in [14] 
schedules the processes based on their real-time requirements. 
However, since the kernel-level scheduler is not aware about 
the middleware-level scheduler and the real-time 
requirements of processes, it is hard to guarantee the real-time 
requirements in accurate. 

There are also efforts to adopt Ethernet as 
interconnection of manufacturing systems providing real-time 
communication [2][15][16] but these are focusing on the 
media access protocol for real-time communication. On the 
other hand, our work is to provide higher protocol layers that 
can handle the packet based on the priority of corresponding 
process. 

6 Conclustions and Future Work 
In this paper, we have designed and implemented a 

lightweight protocol stack that can support real-time 
communication over Ethernet without Linux kernel 
modification. The proposed protocol called, RTDiP, provides 
priority awareness, communication semantic for 
synchronization, and low communication overhead. The 
experimental results have showed that RTDiP can improve 
the communication latency 79% compared with TCP/IP. We 
also have showed that RTDiP can guarantee the execution 
time of real-time applications with less disturbance by 
communication of lower priority process and can provide 
predictable communication latency to real-time applications. 

As future work, we intend to implement one-copy data 
receive for the communication semantic of synchronization. 
The current implementation of synchronization semantic 
incurs still two data copies on the receiver side like send/recv. 
We try to reduce the number of data copy using the memory 
mapping mechanism. In addition, we plan to implement a thin 
IP layer so that RTDiP can be utilized even in WAN 
environment. 
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