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Abstract

The architecture of avionics systems is moving from
federated to integrated architecture called Integrated
Modular Avionics (IMA). In the IMA architecture, several
avionics applications can be transparently integrated on
the same computing device and communicate with others
without knowing whether others are running on the same
node or not. However, the fieldbuses have not been studied
thoroughly in the context of IMA architecture though they
are quite attractive for implementing avionics data bus.
In this paper, we propose a novel design of device-level
virtualization to utilize Controller Area Network (CAN)
efficiently on various implementations of the IMA archi-
tecture. Our proposed device-level virtualization provides
virtual CAN devices and emulates the characteristics of
CAN bus. We also deal with the issues to support the com-
munication modes defined by ARINC 653. 1

1. Introduction

The most of current-generation avionics systems are
based on the federated architecture [10], where an elec-
tronic device runs a single software module or applica-
tion and collaborates with other devices through network.
As the number of electronic devices in the avionics sys-
tems keeps increasing, the internal system architecture be-
comes very complicate and hard to handle with respect
to integration, test, and maintenance. Thus, it is desir-
able to run several avionics applications or modules on
a single computing device so that we can simplify the
network cabling and reduce the weight. That is, provid-
ing an efficient way to integrate separate avionics appli-
cations on a computing device is a very critical issue for
next-generation avionics systems as the Integrated Mod-
ular Avionics (IMA) concept addresses [1]. The IMA ar-
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chitecture aims to transparently integrate several avionics
applications or modules on the same computing device
while the applications communicate with others without
knowing whether others are running on the same node or
not. This enables the applications to be reused on a dif-
ferent avionics system together with other sets of appli-
cations. ARINC 653 [2] is the standard for features and
application programming interfaces provided by operating
systems for avionics software over the IMA architecture.
One of important key features defined by ARINC 653 is
partitioning that guarantees isolated use of processor and
memory resources providing transparent execution envi-
ronment. A partition usually implements an avionic ap-
plication or module.

Since fieldbuses have many special features and advan-
tages, such as synchronization and fault-tolerance, they
are quite attractive for implementing avionics data bus.
Many of fieldbuses are already selected as standards of
avionics data bus and employed in real avionics systems
of federated architecture [3]. However, fieldbuses have
not been studied thoroughly in the context of IMA archi-
tecture. Though there have been significant researches
on real-time and synchronization issues over fieldbuses
[5, 6, 4, 18, 8, 15], still we need to address several issues
to utilize fieldbuses on the IMA architecture.

In this paper, we suggest a novel design of device-level
virtualization to utilize fieldbuses efficiently on various
implementations of the IMA architecture. More precisely,
we propose ARINC 653 aware network I/O virtualiza-
tion over Controller Area Network (CAN). Our proposed
device-level virtualization allows different partitions run-
ning on the same node to share the CAN device through
virtual devices. In addition, we introduce the virtual CAN
bus to emulate the characteristics of CAN bus. We also
deal with the issues to support the communication modes
defined by ARINC 653.

2. Background

ARINC 653. ARINC 653 gives the standard-
ized guideline to implement the IMA architecture,
which includes the general-purpose APEX (APplica-
tion/EXecutive) interfaces between the operating system



of an avionics computer and the application software [2].
ARINC 653 defines the partition that enables one or more
avionics applications to execute independently from each
other in terms of memory and processor resources. This
partitioning concept is a key for IMA architecture as it
provides isolation between applications and transparent
execution environment. ARINC 653 also defines commu-
nication interfaces for inter-partition communication that
allow communication between two or more partitions ex-
ecuting either on the same node or on different nodes. To
specify a connection between two or more partitions, AR-
INC 653 uses a 2-tuple composed by channel and port.
A channel defines a logical link between source and des-
tination partitions. A channel consists of one or more
ports that provide the required resources for either sending
or receiving messages. ARINC 653 defines two differ-
ent communication modes: queuing mode and sampling
mode. In the queuing mode, the messages are stored in
the internal buffer intermediately and passed to the appli-
cation software in FIFO manner when it becomes ready
to receive. In the sampling mode, on the other hand, only
the most recent message is saved overwriting the previous
one.

Virtualization. In this paper, we distinguish two lev-
els of virtualization: i) device-level virtualization and ii)
platform-level virtualization. The device-level virtualiza-
tion provides virtual devices over a single physical periph-
eral device. This virtualization is useful when we want to
provide separate devices to the upper layers, either proto-
col layers or user processes. The upper layers then think
that they are using different devices in an isolated manner.
The platform-level virtualization provides multiple virtual
machines where application processes and (guest) operat-
ing systems can run over emulated hardware. Since each
virtual machine can be considered as a partition in AR-
INC 653, the platform-level virtualization is very well fit
to implement ARINC 653 partitioning [17, 7]. The soft-
ware layer that provides the virtual machines is called Vir-
tual Machine Monitor (VMM) or hypervisor. A VMM can
run on bare hardware (Type-1) or on top of an operating
system (Type-2). A VMM supplies virtual hardware plat-
forms for guest operating systems and monitors the exe-
cution of the guest operating systems. We can classify the
platform-level virtualization technology into two: full vir-
tualization and paravirtualization. The full virtualization
allows the legacy software either operating systems or ap-
plications to run in virtual machine without any modifica-
tions. On the other hand, the paravirtualization requires
modifications of guest operating systems in order to min-
imize the virtualization overhead.

Related work. There have been significant researches
on network I/O virtualization. The most of existing re-
searches are, however, focusing on the performance opti-
mization of TCP/IP over Ethernet devices [16, 11, 19, 14,
12]. Since the approaches considered in the related work
require the supports from the network devices, it is not
suitable to apply this to the fieldbus controller which are
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Figure 1. Overall design

not equipped with sufficient hardware resources to imple-
ment multiple virtual network devices. Though there is an
architectural research on efficient network I/O virtualiza-
tion in the context of embedded system [13], it also highly
depends on the assist from network controller and has not
shown a case on a real fieldbus. Recently, researchers try
to exploit the platform-level virtualization technology to
implement the IMA architecture [17, 9, 7]. However, they
do not discuss about design and implementation issues of
inter-partition communication in detail.

3. ARINC 653 Aware Device-Level Virtual-
ization

In this section, we suggest a novel design of ARINC
653 aware device-level virtualization over CAN. Figure 1
shows its overall design. In terms of platform-level virtu-
alization, we target both non-virtualized (left side of the
figure) and Type-2 full virtualized (right side of the fig-
ure) environments to support various implementations of
ARINC 653 partitioning.

Virtual CAN devices. Most of CAN device drivers al-
low only one process in the system to use the device prop-
erly. That is, concurrent access from multiple processes
to the device are prohibited or cause malfunction. Thus,
the legacy drivers are not able to support the IMA archi-
tecture because each ARINC 653 partition in both non-
virtualized and virtualized environments runs as a sepa-
rate process of which several may want to use the CAN



device. In order to allow multiple partitions to use the
CAN device in an isolated manner, we suggest the virtual
CAN device, which is created dynamically at the run time
and dedicated to the corresponding partition. A virtual
CAN device comprises a queue pair (i.e., send and receive
queues) and data structures for locking. Since these basic
data structures are already implemented usually in exist-
ing drivers, we can simply implement the virtual CAN de-
vice by duplicating the queue pair.

Virtual CAN bus. The message identifier in the CAN
message header specifies what kind of information the
CAN message represents. At the same time, it is used for
bus arbitration. When several CAN nodes try to access the
CAN bus simultaneously, the node that tries to send the
message with the lowest value of message identifier gains
bus access. That is, the message identifier is considered
as a priority for bus arbitration, where the lower value, the
higher priority. Therefore, we also have to deal with such
characteristic importantly in multiplexing between virtual
devices. We introduce the virtual CAN bus in the host de-
vice driver so that we can emulate such behavior of real
CAN bus. When the CAN device is able to send a mes-
sage, our device driver searches the message that has the
lowest identifier value over the send queues of all virtual
CAN devices and sends it to the real CAN bus. In this
way, we preserve the semantics of CAN bus arbitration.

Supports for ARINC 653. The supports for ARINC
653 in our design consist of ARINC 653 library and port
abstraction as shown in Figure 1. The ARINC 653 li-
brary provides the application programming interfaces for
network initialization and communication. The port ab-
straction implements the ARINC 653 port over CAN. The
CAN protocol does not have the concept of connection be-
tween nodes but uses message identifier to filter interest-
ing messages. In order to implement the ARINC 653 port
over CAN, we map the port onto the CAN message iden-
tifier. The ARINC 653 standard specifies unicast, multi-
cast, and broadcast. The communication port for all these
types can be efficiently specified by the mapping with the
message identifier because CAN basically uses broadcast.
The ARINC 653 communication interfaces provide queu-
ing and sampling modes as described in Section 2. Since
the queuing mode stores all messages received, the port in
queuing mode has a queue. On the other hand, the port of
sampling mode has only a single buffer because only the
last message is meaningful in this communication mode.
It is to be noted that the ARINC 653 port represents a con-
nection of uni-directional communication. Thus, the ports
in Figure 1 take charge of only one of sending or receiving
direction.

Virtual device file. The CAN device drivers in POSIX
compliant operating systems usually provide I/O inter-
faces through the device file, which is the same even for
other fieldbuses. The device file is an abstraction to pro-
vide basic I/O system calls on I/O devices. The appli-
cations and user-level protocols for CAN devices are im-
plemented based on such file I/O operations. Therefore,

Table 1. Experimental system setup
Node A Node B

VMM VirtualBox 3.2.6 OSE N/A
Guest OS Fedora 12 N/A

(Linux kernel 2.6.31)
Host OS Fedora 8 openSUSE 10.3

(Linux kernel 2.6.23) (Linux kernel 2.6.22)
Processor Intel i7 2.8GHz Pentium M 1.4GHz

CAN PEAKCAN PCI CAN Bus Controller (rev 02)

the user-level processes running on the guest operating
system should be able to access the device file even in
the platform-level virtualized environments. In this paper,
we provide the virtual device file by utilizing the shared
folder scheme to cope with this issue. However, the cur-
rent implementations of shared folder also do not support
the ioctl() system call interface. Since the ioctl() operation
implements many of the features provided by fieldbuses,
we have to make the ioctl() operation be handled correctly
over the virtual device file. To do this, we extend the ex-
isting pluggable file system for shared folder and VMM
so that they can recognize the ioctl() operation correctly
and pass the command to the device driver residing in the
host operating system.

4. Performance Evaluation

The performance measurement is conducted with two
nodes shown in Table 1. In the measurement, we com-
pare three cases: i) original CAN device driver (CAN
Original), ii) device-level virtualization without platform-
level virtualization (Dev Virt), and iii) device-level virtu-
alization over platform-level virtualization (Dev Virt / Plat
Virt). The original CAN device driver cannot support AR-
INC 653 partitions but shows the base performance to be
compared with. We apply these three implementations to
Node A. We measure the round-trip communication la-
tency between benchmark applications running on these
two nodes. In the experiments, we consider the message
size only up to 8-byte because a CAN frame can convey
8-byte payload in maximum.

The measurement results of queuing mode are shown
in Figure 2. We have observed that the sampling mode
shows the almost same trend with the queuing mode in
our simple measurement case. As we can observe in the
figure, our suggestion (Dev Virt) only adds small overhead
less than 8% compared with the base performance (CAN
Original). On the other hand, in the platform-level vir-
tualized environment (Dev Virt / Plat Virt), the additional
overhead increases up to 60% compared with the base per-
formance (CAN Original). This is because the platform-
level virtualization itself induces a significant overhead.

Figure 3 shows the cumulative frequency distribution
of communication latency for queuing mode. As we
can see in the figure, the device-level virtualization with-
out platform-level virtualization shows very small jit-
ter, which shows that our design and implementation
hardly adds communication overhead and jitter. On
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the other hand, the latency of device-level virtualization
over platform-level virtualization (Dev Virt / Plat Virt) is
widely spread from 570 µs to 725µs. Such high jitter and
wide distribution are due to the overhead of platform-level
virtualization.

5. Conclusions and Future Work

In this paper, we have suggested a novel design of net-
work I/O virtualization for CAN. Our design allows mul-
tiple partitions to be able to access the CAN device and
emulates the behaviors of CAN bus for IMA architec-
ture. The performance measurement results show that our
device-level virtualization adds less than 8% overhead and
very low jitter. We also presented that the high overhead
and jitter of platform-level virtualization should be taken
care of in order to be employed in a real system though
the platform-level virtualization has very high potential of
implementing the IMA architecture with respect to func-
tionality.

As future work, we plan to measure the performance
on multiple partitions with various scenarios. In addition,
we intend to apply clock synchronization mechanism such
as IEEE 1588 to our implementation and study on the iso-
lation of network I/O performance between partitions.
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