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Abstract— The multi-core processors are being widely exploited 

by many high-end systems and leveraging throughput and 

scalability. Due to the availability of boosting many concurrent 

processes, not only the parallel programs but also network 

server programs can benefit tremendously from multi-core 

processors. In spite of many researches, modern operating 

systems still have significant design and optimization space to 

leverage the network performance over multi-core systems. One 

of challenging issues is the multi-core aware process scheduling 

over multiple network interfaces. Multiple network interfaces 

can provide cost-effective high network bandwidth and high 

availability. In such systems, it is desirable to adapt the dynamic 

network loads and manage the system resources efficiently. In 

this paper, we suggest a novel networking process scheduling 

scheme called MiAMI for multi-core systems with multiple 

network interfaces. MiAMI decides an optimal processor 

affinity based on the processor cache layout, communication 

intensiveness, and processor loads. The experimental results 

present that MiAMI implemented in the Linux kernel can 

improve the effectiveness of processor utilization more than 60% 

on both Intel SMP and AMD NUMA servers. We also show that, 

in dynamic application scenarios, MiAMI can improve the 

network bandwidth and responsiveness more than 30% with 

less processor resources. 

Keywords - multi-core, processor affinity, multiple network 

interfaces, TCP/IP, process scheduling 

I.  INTRODUCTION

 

The architecture of the commodity processors has 
undergone a fundamental change. It has been shown that 
power consumption and heat dissipation issues restrict the 
clock frequencies in modern microprocessors. To overcome 
these limitations the multi-core processor architecture has 
been suggested in which a processor package has multiple 
processing cores. The multi-core processors are now being 
widely exploited by high-end systems and leveraging 
throughput and scalability. Due to the availability of boosting 
many concurrent processes, not only the parallel programs but 
also network server programs can benefit tremendously from 
multi-core processors. Since the number of cores on a 
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processor package will increase beyond eight, it is highly 
desired to fully utilize the cores to support high I/O bandwidth. 

With significant advances in processor architecture, the 
network bandwidth required on the high-end systems is 
increasing drastically. Accordingly, the bandwidth provided 
by I/O bus is improving towards several tens of Gbps. To 
fully utilize such I/O bus bandwidth, we can use either a high 
bandwidth network interface (e.g., 10 Gigabit Ethernet [1], 
InfiniBand [2], or Myrinet [3]) or multiple network interfaces 
of lower bandwidth (e. g., Gigabit Ethernet). Multiple network 
interfaces especially can provide cost-effective high network 
bandwidth and high availability [4, 5, 6, 7, 8]. In such systems, 
the network loads tend to change more dynamically because 
the interrupts of each network interface can be assigned into 
different set of processors. It is therefore highly desirable to 
adapt the dynamic network loads and manage multiple cores 
efficiently to achieve high network bandwidth with minimum 
resource requirements. In real systems, installing multiple 
network interfaces induces the space and power issues. Thus, 
in most cases, multi-port Network Interface Cards (NICs) are 
employed where each NIC has several physical network ports. 
The operating systems recognize each port on a multi-port 
NIC as a separate network interface. 

Many researches on efficient process scheduling and 
management of multiple cores for high network bandwidth 
have been done [9, 10, 11, 12, 13]. The researches have 
revealed that the processor affinity is a critical factor that 
decides the network throughput over multi-core systems. 
Modern operating systems, however, still have significant 
design and optimization space to leverage the network 
performance over multi-core systems. This is because the 
existing suggestions are mainly interested in the number of 
cores increased by the multi-core processors while its peculiar 
characteristics are not reflected sufficiently into the actual 
operating systems’ kernel. More importantly the existing 
researches are more focusing on the network bandwidth 
numbers than the effectiveness of processor utilization. 
However, the processor utilization is extremely critical to 
achieve even better scalability. One of interesting issues have 
not been investigated thoroughly is the multi-core aware 
process scheduling with multiple network interfaces. Since 
there are diverse performance parameters on a system with 
multiple network interfaces, designing and implementing an 
optimal process scheduling is a very challenging subject. 
Some of tricky issues to deal with multiple network interfaces 
are: 



 Relative optimal decision on process scheduling: Since 
events from multiple network interfaces are handled by 
several cores of which each has relative cache hierarchy, the 
best processor affinity is varied based on which network 
interface the process is using and which core is taking care 
of interrupts from the interface. 

 A process using multiple network interfaces: If a process 
uses multiple network interfaces simultaneously, there can 
be several cores corresponding to the interfaces, which 
makes more difficult to decide an optimal processor affinity. 

 Chaotic competition on a core between processes: Since 
each process can have different optimal processor affinity 
and communication intensiveness while cores have different 
loads, the process scheduling becomes even harder. 

In this paper, we suggest a novel networking process 
scheduling scheme called MiAMI (Multi-core aware 
processor Affinity for TCP/IP over Multiple network 
Interfaces). MiAMI decides the best processor affinity of 
networking processes based on the processor cache layout, 
communication intensiveness, and processor loads. MiAMI 
traces such parameters and decides the best core to schedule 
the corresponding process dynamically at the kernel level. We 
implement MiAMI in the Linux kernel and measure its 
performance benefit on both Intel SMP and AMD NUMA-
based multi-core systems. To the best of our knowledge, this 
is the first study on the adaptive processor affinity at the 
kernel level for multiple network interfaces. The experimental 
results present that MiAMI implemented in the Linux kernel 
can improve the effectiveness of processor utilization and 
network performance significantly. It is also expected that the 
proposed scheme can easily expand to the single network 
interface and other I/O peripheral cases. 

The rest of the paper is organized as follows: Section II 
explains network data path and processor affinity as the 
background of this study. Section III details the design of the 
suggested process scheduling scheme. The experimental 
results are presented in Section IV. We discuss related work in 
Section V and finally conclude this paper in Section VI. 

II. BACKGROUND 

In this section, we briefly describe the TCP data path 
based on the Linux kernel. In addition, we explain about the 
processor affinity. 

A. Network Data Path 

When an application requests a send through the system 
call, the socket layer constructs an I/O vector for the network 
data in the user buffer. The TCP layer copies the user data 
specified by the I/O vector into the kernel buffer named 

sk_buff which can contain the data as much as maximum 
segment size (MSS). The MSS is calculated based on the 
Maximum Transmission Unit (MTU) size so that the TCP 
segment is not fragmented by the IP layer. The copy operation 
also performs the data checksum computation in the same 

loop to maximize the cache effect. The data in sk_buff is 
used for the retransmission if the packet loss is detected and 
kept until the corresponding ACK is arrived from the receiver. 
The IP layer attaches its header and passes the packet to the 
data link layer. The device driver implements the data link 
layer and takes care of moving data from the kernel buffer to 

the NIC buffer. This data movement is done by a DMA 
engine on NIC.  

When an application calls a receive system call, if there is 
a packet that already has been received in the kernel buffer, 
the data in the packet is copied to the user buffer. Otherwise, 
the process is forced to block. When a packet arrives to the 
NIC, it moves the packet to the kernel buffer using DMA and 
generates an interrupt. Then the interrupt handler lets simply 
the upper layer know about the new packet arrival by 
generating a software event and returns.  In order to reduce the 
number of interrupts, the NIC does not generate an interrupt 
for every packet. Instead, in Linux, the kernel polls if there are 
more packets received for certain time, which is called New 
API (NAPI). The NAPI can improve the network bandwidth 
when a large volume of packets are received in a burst manner. 

The handler of the software events is implemented as a 
softirq in Linux, which corresponds to the most of IP and TCP 
layers on the receiving side. The softirq is a asynchronous 
handler to execute the deferrable functions for the 
corresponding software event. In earlier implementation than 
the Linux kernel version 2.4, the bottom half implements the 
IP and TCP layers of receiving path, which has the limitation 
that a bottom half cannot run if another bottom half is running. 
The softirq overcomes this limitation and thus the TCP/IP 
protocol stacks can run on several processors in parallel. The 
packet received in the kernel buffer is copied finally to the 
user buffer. If the receiver is blocked waiting for a packet, the 
kernel reschedule the receive process. Otherwise, the packet is 
copied to the user buffer when the process calls the receive 
system call. 

B. Processor Affinity 

In this paper, we classify the processor affinity into two: i) 
interrupt affinity and ii) process affinity. By configuring the 
interrupt affinity and the process affinity properly, we can 
maximize the cache effect on multi-core systems. The 
interrupt affinity represents the mapping between an I/O 
device and a set of processors that takes care of handling the 
interrupts generated by the device. In general, I/O devices 
interrupt a processor core to notify the completion of I/O 
operations. The Advanced Programmable Interrupt Controller 
(APIC) routes the interrupts to one of the processor cores in 
the system based on the interrupt redirection table. In Linux, 

we can edit the redirection table using the smp_affinity 
file of each device in the /proc file system. The file identifies 
which cores handle the interrupts of the device. The 
irqbalance demon [14] dynamically changes the files to adjust 
the interrupt affinity based on the number of interrupts 
generated for a certain time interval. The actual handling of 
I/O interrupts takes place in softirq as described in Section II-
A. It is to be noted that a softirq is mostly performed on the 
core that has received the interrupt. Thus the interrupt affinity 
results in that the softiq runs on the same set of cores with the 
interrupt handler which has generated the software events. 

The process affinity represents the mapping between a 
process and a set of processors allowed to run the process. In 

Linux, the sched_setaffinity() system call is 
supported to decide the process affinity at the user level. The 
Linux kernel also performs the process affinity aware 

scheduling based on the cpus_allowed field in the 



task_struct structure. Though the cpus_allowed 
normally includes all cores, the scheduler tries to run a 
process on the same core as long as possible. The process 
affinity keeps the cache hit ratio high since the process is 
allowed to access the same cache and memory modules where 
its data and codes are loaded. The process scheduler in the 
latest Linux kernel tries to schedule the networking process on 
the same core that performs softirq as much as possible. 

III. DESIGN AND IMPLEMENTATION OF MIAMI 

In this section, we suggest a novel networking process 
scheduling scheme called MiAMI for multi-core systems with 
multiple network interfaces. MiAMI decides the process 
affinity dynamically at the kernel level adapting network and 
processor loads. Since the single network interface is a case of 
multiple network interfaces, the design and implementation of 
MiAMI can be applied to the single interface case as well. 
MiAMI is implemented in the Linux kernel and applied to 
both sender and receiver sides. 

A. Overall Design 

MiAMI consists of three components: i) scheduling agent, 
ii) communication load monitor, and iii) configuration tool as 
shown in Figure 1.  

The scheduling agent decides the process affinity and 
performs process migration if needed. This decision takes 
place based on the communication intensiveness of processes, 
interrupt affinity, loads on each core, and cache layout. The 
main policy of scheduling is to make the process affinity the 
same with the interrupt affinity as much as possible while it 
can choose an alternative core if the optimal core is 
overloaded. To do this, the scheduling agent assigns one of 
three different levels of process affinity to networking 
processes. These three different levels represent how much 
closely the process is scheduled to the optimal core. This 
information is very critical especially in case of multiple 
network interfaces. Since the multiple network interfaces are 
likely to have different interrupt affinity, each process 
accordingly has different optimal process affinity. Thus this 
information can be utilized to arbitrate the competition on a 
core between processes. More details about the scheduling 
agent are explained in Section III-C. 

 

 

Figure 1.  Overall design of MiAMI 

The communication intensiveness is traced by the 
communication load monitor, which is triggered when a 
communication system call is invoked. The information 

related to the communication intensiveness is stored in multi-
level linked lists of which details are discussed in Section III-
B. The communication intensiveness is important metric 
because it allows the scheduling agent to adapt the network 
loads and make a scheduling decision dynamically. To 
understand the communication intensiveness of a process on 
different interfaces, we keep track of communication history 
of each connection. The previous work, however, such 
information has not been taken into account. Instead the 
decision on the communication intensiveness has been left to 
application-level developers. Though Linux kernel manages 
similar information but it is more like a recent I/O waiting 
time in an integrated manner without distinction between 
connections, which is used to raise the priority of the process 
that has waited for a long time on I/O completion. SyMMer 
[29] gathers the information for communication intensiveness 
of each communication connection at the user level but it 
work when the application uses a communication library or 
middleware such as MPI. 

The MiAMI configuration tool provides the user-level 
interfaces that allow the system administrator to set up the 
policies for scheduling agent and communication load monitor. 
The configuration tool is implemented using the /proc file 
system. Thus writing corresponding values into the 
configuration files of MiAMI under the /proc directory simply 
changes the behavior of MiAMI. 

B. Communication Intensiveness 

It is important to estimate how much a process is 
communication intensive because a process, which is not 
communication-bound, does not need to bind strongly to the 
core that handles network interrupt and softirq. The 
intensiveness is evaluated using the following simple formula: 

Intensiveness = 10
6
 / Average, 

where Average is the average value of recent communication 
intervals in microsecond resolution, which ranges from 1 to 
10

6
. If the value excesses the range we set it to the maximum 

or minimum vale (i.e., 10
6
 or 1). Thus the higher value of the 

above formula means high communication intensiveness. We 
divide 10

6
 by Average so that Intensiveness can also bound in 

between 1 to 10
6
 and be handled as an integer value. Figure 2 

shows the average values of Intensiveness of receiving 
processes when the sender sends data over 1Gbps link with a 
certain delay between the send system calls. Figure 3 shows 
the bandwidth utilized on the receiver side during the same 
tests. As we can see in the figures, the shape of curves are 
almost identical, which means that the above formula is 
suitable to analysis the communication intensiveness of 
processes. 

As we have mentioned earlier, a process can use several 
network interfaces, which have different interrupt affinity. 
Therefore we need to track the communication intensiveness 
for each connection so that the scheduling agent can decide 
the optimal core based on the most intensive connection. To 
do this we introduce a new data structure called 

miami_node as shown in Figure 4, which represents the 
recent communication patterns of each TCP connection. More 

precisely, miami_node stores the timestamp of when the 
last communication happens, history of recent communication 
intervals, communication intensiveness evaluated, the pointer 



to the Process Control Block (PCB) of corresponding process, 
etc. In the figure, PCB represents the data structure that stores 

the current image of each process (task_struct in Linux). 
TCP/IP Control Block (TCB) represents the data structure 

corresponding to a TCP connection (sock in Linux).  
 

 
Figure 2.  Evaluation of communication intensiveness 

 

Figure 3.  Network bandwidth varing system call intervals 

MiAMI manages multi-level lists of miami_node on 
each core, which are indicated in Figure 4 as the 
Communication Intensiveness list tables. As shown in the 
figure, the lists are divided into three classes according to the 
communication intensiveness, i.e., high, middle, and low. The 
policy of deciding the boundary of these three classes is 
described in Section III-D. The rationale of having these three 
classes is to choose victims to migrate into an idle core in 
constant time (i.e., O(1)) when the load on the core becomes 
too high. We can also find the least communication-intensive 
process in constant time if the list is sorted even without the 
classes but then we need to sort the list whenever we insert 

miami_node to the list. Instead, we classify the 
intensiveness into three classes and sort the list of each class 
roughly, which can amortize the computation complexity 
sacrificing the accuracy of choosing optimal victim. 

The communication load monitor updates the 
communication intensiveness and performs the rough sorting, 
which is invoked whenever a process calls a communication 

system call. The load monitor updates the miami_node 
structure of the current connection and searches the most 
communication-intensive connection from the TCP 
connections belonging to the current process. If 

miami_node of the most intensive connection is not in the 

list, the new miami_node structure is inserted into the list 
while the old one is removed from the list. Thus the only one 

miami_node per process can be in the list, which represents 
the most communication intensive TCP connection of the 
corresponding process. The communication load monitor 

inserts the updated miami_node into the tail of appropriate 
list based on its communication intensiveness. Accordingly, 
the relatively communication-intensive processes locate near 
the tail of the list while the head has the processes that are less 
communication-intensive.  
 

 
Figure 4.  Data structures for tracing the communication intensiveness 

The process affinity is also divided into three different 

levels of which each manages the miami_node lists of three 
classes. We detail the process affinity levels in Section III-D. 
It is to be noted that MiAMI creates the data structures shown 
in Figure 4 for every core; therefore, the locking issue on the 
data structures between cores can be removed. However, the 
locking between the communication load monitor and 
scheduling agent on the data structures is still required 
because the scheduling agent accesses the data structures 
when it performs scheduling decision and process migration. 
Though we can consider using spin lock, it can induce an 
overhead and burns the processor resource. In order to 
implement a lock-free linked list manipulation, we use RCU 
(Read-Copy Update) provided by the Linux kernel. Using 
RCU we can handle the linked list without locking in both 
communication load monitor and scheduling agent. 

C. System Information 

The system information such as cache layout, processor 
loads, and interrupt affinity plays a critical role when the 
scheduling decision takes place. For example, the network 
performance highly depends on the processor affinity. Figures 
5 and 6 show the network bandwidth and processor utilization 
on SMP and NUMA multi-core systems, respectively, where 
each system has two quad-core processors and a 1GigE 
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interface. <m-n> in x-axis represents the interrupt affinity on 
core m and process affinity on core n. In this measurement we 
fix the interrupt affinity onto core 0. An interesting result in 
the figures is that the processor utilization is affected 
significantly by the processor affinity while the network 
bandwidth is the same. This variation of the processor 
utilization is mainly due to the cache layout of multi-core 
processors shown in Figures 7 and 8. If the process runs on 
the same core that handles the interrupt and softirq for the 
packets destined to the process, then the overall processor 
resources required for the communication is very low (<0-0> 
in Figures 5 and 6). If the core on which the process is running 
shares the cache with the core that performs the interrupt 
handling and softirq, the processor resources required 
becomes little bit high but it is still prominently low (<0-1> in 
Figure 5 and <0-1> ~ <0-3> in Figure 6). However, when the 
cores for interrupt affinity and process affinity do not share 
the cache, the efficiency of processor utilization becomes 
worse. 

The measurement results described suggest that the 
process scheduling has to take into account the processor 
affinity so that the networking process can run on the core that 
handles network interrupts as much as possible. It is also to be 
noted that if this is not possible due to overload on the optimal 
core for example, we can choose the core that shares the cache 
as an alternative. This may lead to suboptimal performance 
but still has the potential to provide high efficiency with 
respect to processor utilization. In order to reflect such 
characteristics of multi-core processors, we need to figure out 
the cache layout of the multi-core processors. In Linux 
systems, we can obtain the cache layout information through 

the shared_cpu_map file under the sysfs file system. 
MiAMI reads this file at the initialization phase and stores the 
layout information into an internal data structure. 

In the same context, we have to be aware of the interrupt 
affinity of network interfaces in order to schedule the 
networking process on the core that handles network 
interrupts. In case of single network interface, the interrupt 
affinity is assigned to a single core and unlikely to be changed. 
On the other hand, multiple network interfaces have different 
interrupt affinity and this also can be changed dynamically 
based on the number of interrupts generated by each interface. 
Therefore we need to obtain the latest interrupt affinity and 
adapt dynamically. In Linux, at the user level, we can obtain 

the interrupt affinity information from the smp_affinity 
file of each device in the /proc file system as described in 
Section II-B. The actual information of this file is stored in the 

irq_desc structure of the Linux kernel. The MiAMI 
scheduling agent accesses this data structure to get the current 
interrupt affinity information of the network interfaces 
whenever it is triggered. Thus even if the interrupt affinity is 
changed dynamically by an adaptive policy (e.g., irqbalanced 
[14]), MiAMI can harmonize with such scheme successfully. 

While providing the optimal process affinity, the 
scheduling agent is also required to avoid overloading a core. 
To deal with the tradeoff between the optimal process affinity 
and processor overload efficiently, the MiAMI scheduling 
agent refers the load information of each core just before the 
scheduling decision. The scheduling agent collects the load 

information through the kstat_cpu macro function and 
calculates the load of the current core. 

 

 
Figure 5.  Impact of processor affinity on CPU utilization and bandwidth 

over a multi-core SMP system 

 
Figure 6.  Impact of processor affinity on CPU utilization and bandwidth 

over a multi-core NUMA system 

 
Figure 7.  Cache layout of 2-way quad-core SMP processor system (Intel 

Clovertown)  

 
Figure 8.  Cache layout of 2-way quad-core NUMA processor system 

(AMD Barcelona)  

D. Scheduling Decision 

The scheduling agent periodically updates the system 
information such as interrupt affinity and processor loads as 
describe in Section III-C, and performs the process migration 
based on the scheduling decision. In addition, the scheduling 
agent adjusts dynamically the boundary of three classes of 
communication intensiveness. The scheduling agent is 
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designed as kernel-level timers so that it can wake up and 
perform the scheduling decision periodically. The timers are 
created as many as the number of cores in the system. Each of 
them is tied with a core. The time interval for timer expiration 
can be configured via the configuration tool at the user level.  

We classify the process affinity into three: core-level 
affinity, cache-level affinity, and other as shown in Figure 4. 
In case of core-level affinity, the process affinity is set to the 
same as the interrupt affinity so that the networking process 
and softirq are running on the same core. That is, core-level 
affinity may deliver the best network performance 
maximizing the cache effect and minimizing the locking 
overhead. In case of cache-level affinity, the process affinity 
is set to one of cores that share the cache with the optimal core. 
This may result in worse performance than the core-level 
affinity but still can attain to suboptimal performance. The 
processes of other-level are bound to a core that does not 
guarantee a good performance, which can happen when 
optimal and suboptimal cores are overloaded. Therefore, the 
scheduling agent tries to choose core-level affinity as much as 
possible while it can go with the cache-level or other-level 
affinity if the optimal core is overloaded.  

The processes belong to the same level of process affinity 
are divided again into three classes (i.e., high, middle, and low) 
based on their communication intensiveness as described in 
Section III-B. Though we decide the initial values for the 
boundaries of the classes based on the experimental results 
shown in Figures 2 and 3, the optimal values are highly 
depends on the applications running together. To adapt such 
dynamic situation, the scheduling agent adjusts the boundaries 
dynamically based on the processor loads. By reducing the 
window size of the lowest class where processes are running, 
the scheduling agent can run more communication-intensive 
processes with better process affinity on a high processor load. 

Overall, after updating load and interrupt affinity 
information, the scheduling agent performs following three 
steps: 
 Step 1: releases the processes that have not communicated 

for a threshold time interval regardless of the levels of 
process affinity and communication intensiveness by 
allowing the processes can run on every cores (i.e., 
scheduled by the legacy Linux process scheduler) 

 Step 2: tries to migrate the processes that are highly 
communication-intensive into the (sub)optimal core if the 
processes are in either cache-level or other-level affinity 
state and the loads on the target core is low (i.e., upgrading 
from cache-level or other-level affinity into core-level or 
cache-level affinity with process migration) 

 Step 3: if the load on the current core is high, adjusts the 
class boundaries of communication intensiveness and tries 
to migrate the processes that do not require strong process 
affinity first (i.e., low communication intensive and other-
level affinity processes) into the idle cores but the core-level 
processes can be also chosen as victims if the load is still 
high and there are no more processes of cache-level and 
other-level affinities. 

As we have described in Section III-B, each core has its 
own data structures. Since the timers for the scheduling agent 
are also created for every core, the data structures of a core are 
always manipulated by the timer running on the same core. 

This can get rid of the synchronization between timers and 
increase the cache efficiency. Another important issue 
regarding the scheduling agent is the process migration 
overhead. A frequent migration may harm the cache 
efficiency and add overheads. To prevent the scheduling agent 
from migrating too frequently, the maximum number of 
processes can be migrated in one shot (i.e., Steps 2 and 3) is 
limited. 

IV. PERFORMANCE MEASUREMENT 

In this section, we measure the performance of MiAMI 
and compare it with that of legacy Linux kernels (versions 
2.6.18 and 2.6.28). The experimental system is composed of 
server and client nodes. We measure the performance on SMP 
and NUMA-based multi-core servers. Table I shows the 
hardware configuration of the server nodes. As we can see in 
the table, both servers have eight cores total. We also install 
multi-port 1GigE NICs on the server nodes so that each server 
can have total eight 1GigE ports. The NAPI feature described 
in Section II-A is enabled for every NICs. The multi-port 
1GigE NICs are connected to PCI-X of 64bit 133MHz. The 
Linux (kernel versions 2.6.18 and 2.6.28) has been installed 
on the servers. The server and client nodes are connected 
through the Netgear GSM7328S switch. The four client nodes 
are Intel Xeon based SMP machines equipped with two 
onboard Gigabit Ethernet ports. We have implemented 
MiAMI in the Linux kernel version 2.6.28. 

TABLE I.  EXPERIMENTAL SYSTEM HARDWARE SETUP 

Server Processor 
Main 

Memory 
NIC 

SMP 
Two Intel Xeon 2.66GHz 

quad-core processors 
(Clovertown) 

4GB 
Two Silicom PXG4  
4-port 1GigE NICs 

NUMA 
Two AMD Opteron 2356 

quad-core processors 
(Barcelona) 

4GB 

Dual onboard NVIDIA 
MCP55 ports, 

One HotLava 6CGNIC-X 
6-port 1GigE NIC 

TABLE II.  INTERRUPT AFFINITY OF EACH CONFIGURATION 

Server 2S 2N 4S 4N IrqB 

SMP 0, 1 0, 4 0, 1, 2, 3 0, 2, 4, 6 
irqbalance 

NUMA 0, 2 0, 4 0, 1, 2, 3 0, 2, 4, 6 

 
In the following subsections, we measure the performance 

varying the interrupt affinity. We setup the interrupt affinity 
into two cores or four cores artificially. We represent the two-
core cases as 2N and 2S in the graphs, which mean the 
interrupt affinities on two cores without and with sharing the 
cache, respectively. In the similar manner, 4N and 4S mean 
the interrupt affinities on four cores without and with sharing 
the cache but, in SMP, since we do not have four cores that 
share the same cache as shown in Figure 7, we choose two 
pairs of cores sharing the cache for the 4S case. We also 
measure the performance when the interrupt affinity can be set 
into any combinations of eight cores. In this case, however, 
we run irqbalance daemon (version 0.55-10) so that it 
dynamically decides the interrupt affinity adapting the 
network loads, which is represented as IrqB in the graphs. 



Table II summarizes the interrupt affinity of each setup, where 
the numbers mean the core numbers represented in Figures 7 
and 8. 

A. Microbenchmark 

In this section, we measure the maximum network 
bandwidth and processor utilization. We measure the 
performance in both cases that the server nodes descried in 
Table 1 work as sender and receiver. The microbenchmark 
enables a number of TCP connections over a distributed 
environment, performs large volume data transmission (same 
as the ttcp benchmark) for 10 seconds, and gathers the 
bandwidth numbers reported by the TCP connections and 
processor utilization of each core of the nodes that involved in 
the performance measurement. We vary the number of TCP 
connections from 8 to 32 and evenly distribute them over the 
eight network interfaces on the servers.  

 

 
Figure 9.  Processor utilization and aggregate bandwidth of sending 

processes on the SMP server 

 
Figure 10.  Processor utilization and aggregate bandwidth of receiving 

processes on the SMP server 

Figure 9 shows the measurement results when the sending 
processes run on the SMP server while the receiving processes 
run on the client nodes. As we can see in the figure, MiAMI 
utilizes lesser processor resources up to 42% and 27% than the 
kernel versions 2.6.18 and 2.6.28, respectively, achieving 
comparable bandwidth. Figure 10 shows the results when the 

receiving processes run on the SMP server. In this figure, we 
can observe significant resource saving with the interrupt 
affinities on the small set of cores (i.e., 2S and 2N), which 
reaches up to 65% and 62% of resource saving compared with 
kernel versions 2.6.18 and 2.6.28, respectively. 

Figures 11 and 12 show the measurement results on the 
NUMA server. In Figure 11, we can see that MiAMI uses 
almost identical amount of processor resources with the kernel 
version 2.6.28. On the other hand, the kernel version 2.6.18 
requires a large amount of processor resources compared with 
the others. In Figure 12, MiAMI saves processor resources up 
to 63% and 58% than the kernel versions 2.6.18 and 2.6.28, 
respectively. 

 

 
Figure 11.  Processor utilization and aggregate bandwidth of sending 

processes on the NUMA server 

 
Figure 12.  Processor utilization and aggregate bandwidth of receiving 

processes on the NUMA server 

Overall, we can achieve prominent improvements with 
respect to the resource saving using MiAMI especially on the 
receiver side. It is mainly because MiAMI suggests optimal 
process affinity, which result in higher cache efficiency and 
fewer side effects described in [12]. The aggregate network 
bandwidth is however not affected very much by MiAMI 
because the maximum network bandwidth achievable by the 
experimental systems has been already obtained without 
MiAMI. Thus we believe that if the available network 
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bandwidth increases (e.g., multi-port 10 Gigabit Ethernet), 
MiAMI can deliver higher bandwidth with less processor 
resources compared with the others. 

B. Scenario-Based Benchmark 

In this section, we measure the network performance 
emulating the application-level behaviors. There can be many 
networking processes or threads in network servers such as 
web server. In such applications, each process has a single 
network connection in general but the communication patterns 
are diverse from each other. Therefore, the competition on a 
core for the optimal process affinity can happen between 
processes. In order to emulate such environment, we run 
bandwidth and latency test processes, which represent 
throughput and response-time sensitive connections, 
respectively. The bandwidth test processes are the same with 
the test processes in Section IV-A. The latency tests are 
carried out in a standard ping-pong fashion and report the 
round-trip time. Figures 13 and 14 show the performance 
improvement rate of bandwidth, latency, and processor 
utilization over Linux kernel version 2.6.28. In the figures, <i, 
j> of x-axis denotes the number of bandwidth and latency test 
processes on the server nodes, respectively. In the experiments 
we fix the number of the bandwidth test processes into 8. As 
we can see, MiAMI mostly improves the latency and 
processor utilization while achieving comparable bandwidth. 
The improvement mainly due to the stronger process affinity 
provided by MiAMI than the existing Linux kernel. When a 
new packet arrives for an application which is waiting for a 
packet, the legacy Linux kernel tries to migrate the receiving 
process to the core that performs softirq for the packet just 

before waking the process up if cpus_allowed described 
in Section II-B allows. Thus in the experiments the 
competition on the core becomes more severe because the 
kernel may migrate a process whenever a packet for the 
process arrives and move back to another core due to the high 
loads on the core. This frequent process migration harms both 
networking performance and processor utilization. On the 

other hand, MiAMI sets cpus_allowed to bind the process 
to a core strongly based on the various factors described in 
Section III if the process is decided as a communication-
intensive one. Therefore, MiAMI can prevent frequent 
migration and deliver better performance. 

In real systems, various network connections are activated 
in a dynamic manner. To observe how much MiAMI can 
adapt well such dynamic work load, we conduct an 
experiment in which five TCP connections of different 
bandwidth requirements start their communication on 
different time point. The bandwidth requirement has been 
controlled by adding a delay between send system calls. The 
delay and start point are specified in Table III. The maximum 
bandwidth can be achieved with given communication 
intervals are shown in Figure 3. The interrupt affinity of all 
interfaces has been set to core 0. We measure the processor 
utilization and bandwidth achieved by each networking 
process during the experiments and compare them with that of 
Linux kernel version 2.6.28. Figures 15 and 16 show the 
performance improvements with respect to the network 
bandwidth and processor utilization on SMP and NUMA 
systems, respectively. Especially we report the bandwidth 

improvement of the most communication-intensive process 
(i.e., Process C). In the experiment results, we can observe 
that, in case of SMP, MiAMI can improve the aggregate 
bandwidth by 17%. This is due to the bandwidth improvement 
of Process C, which reaches at 31%. It is to be noted that the 
processor resources are saved by 27% while achieving even 
higher network bandwidth. MiAMI on NUMA system also 
improves the aggregate bandwidth and the bandwidth of 
Process C by 8% and 22%, respectively. On the other hand, 
the processor resources are consumed 8% more. We believe 
that this additional resource paid is useful because the 
communication-intensive process can achieve 22% higher 
bandwidth. Overall, MiAMI can figure out which connection 
is the most communication-intensive and decides the optimal 
distribution of networking processes over multiple cores on 
given system loads adaptively. This results in network 
performance improvement and high resource efficiency. 

 

 
Figure 13.  Performance improvement of multiple bandwidth and latency test 

processes on the SMP server 

 
Figure 14.  Performance improvement of multiple bandwidth and latency test 

processes on the NUMA server 

TABLE III.  THREE TYPES OF NETWORKING PROCESSES TO GENERTATE 

DYNAMIC COMMUNICATION LOAD 

Process Type 
Communication 

Interval 
Start Point 

Number of 
Processes 

A 50us 0s 2 

B 20us 10s 2 

C 0us 20s 1 
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Figure 15.  Performance improvement with dynamic work load on the SMP 
system 

 

Figure 16.  Performance improvement with dynamic work load on the 

NUMA system 

V. RELATED WORK 

The importance of processor affinity with respect to the 
network performance has been studied in [9, 10, 11, 12, 17, 
18]. Salehi et al. [17], Strazdins et al. [18], and Willmann et al. 
[13] have thoroughly analyzed the impact of the 
parallelization strategies of packet processing on the network 
performance. These researches, however, have not taken into 
account the characteristics of multi-core environment. Foong 
et al. [11, 12, 19] and Narayanaswamy et al. [9, 10] have 
shown the in-depth analysis of network performance on muti-
core systems. Performance tuning of applications over multi-
core systems can be done using autopin [20] and VTune [21]. 
Though these tools can suggest an optimal processor affinity 
by experience, it cannot adaptively change the processor 
affinity while processes are running. Adaptive load balancing 
on multiprocessor systems has been studied in [29, 22, 23, 24]. 
Scogland et al. [29] have suggested a user-level library called 
SyMMer, which monitors indirect symptoms of changing the 
system loads and dynamically manages the process affinity 
for MPI applications. Kencl and Boudec [22] and Shi et al. 
[23, 24] are more focusing on the network equipments such as 
switches and routers than the end-node systems. Chen and 
Moris [25] have studied the processor affinity for PC-based 
router. NIC-level assist for the processor affinity has been 
suggested in [26]. Overall, our study is distinguished from the 
previous researches in the sense that we suggest an adaptive 

scheme of deciding optimal process affinity at the kernel level 
for multi-core systems over multiple network interfaces.  

There are also researches to improve the communication 
performance between cores [27, 28]. However, since they deal 
with intra-node communication, the interrupt affinity and NIC 
configurations are not important issues. There are many 
suggestions of using multiple network interfaces or 
connections for high-performance networking [6, 7, 8, 15, 16]. 
We believe that these systems can benefit from MiAMI to 
achieve high network bandwidth with less processor resources. 

VI. CONCLUSIONS AND FUTURE WORK 

In this paper, we have suggested a novel networking 
process scheduling scheme called MiAMI for multi-core 
systems with multiple network interfaces. MiAMI decides the 
best process affinity of networking processes based on the 
processor cache layout, communication intensiveness, 
processor loads, and interrupt affinity. The experimental 
results have shown that MiAMI can adapt the dynamic loads 
of network and processors while fully utilizing the network 
bandwidth with minimal processor resource requirements. 
MiAMI implemented in the Linux kernel has reported that the 
improvement rates of effectiveness of processor utilization up 
to 65% and 63% on Intel SMP and AMD NUMA servers, 
respectively. In addition, we have showed that, in dynamic 
application scenarios, MiAMI can improve the performance 
of throughput or response-time sensitive processes more than 
30% with less processor resources. 

As a future work, we intend to measure the performance of 
real applications such as parallel file systems and web servers. 
In addition, we are planning to measure the performance in a 
virtualized environment. We also plan to extend MiAMI to 
consider disk I/O as well. Since MiAMI supports multiple 
network interfaces, we believe that extending MiAMI for 
other peripherals is relatively easy. 
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