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ABSTRACT
The MapReduce programming model is introduced for big-
data processing, where the data nodes perform both data
storing and computation. Thus, we need to understand dif-
ferent resource requirements of data storing and computa-
tion tasks and schedule these efficiently over multi-core pro-
cessors. The core affinity defines mapping between a set
of cores and a given task. The core affinity can be decided
based on resource requirements of a task because this largely
affects the efficiency of computation, memory, and I/O re-
source utilization. In this paper, we analyze the impact of
core affinity on the file upload performance of Hadoop Dis-
tributed File System (HDFS). Our study can provide the
insight into the process scheduling issues on big-data pro-
cessing systems. We also suggest a framework for dynamic
core affinity based on our observations and show that a pre-
liminary implementation can improve the throughput more
than 40% compared with default Linux system.

Categories and Subject Descriptors
C.1.4 [Computer Systems Organization]: Parallel Ar-
chitectures—Distributed architectures; D.4.1 [Operating S-
ystems]: Process Management—Scheduling

General Terms
Performance, Design, Experimentation

Keywords
Affinity, Big-data, Multi-core, Hadoop Distributed File Sys-
tem, Process scheduling

1. INTRODUCTION
In the traditional parallel processing systems, the places

where the data was stored and the computation took place
were different. Therefore, the computing nodes were equipped
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with more computation resources while the storage nodes
had more disk spaces. This made the intra-node process
scheduling quite simple because each node ran similar pro-
cesses in terms of resource requirements. However, as the
data size to be processed is drastically increasing, a new sys-
tem architecture and programming model such as MapRe-
duce has emerged.

The MapReduce programming model is introduced for
better big-data processing [6]. The basic idea of MapRe-
duce is to divide computation requests into sub-problems
that can be distributed over parallel computing nodes (Map
step) and combine results of sub-problems into the final out-
put (Reduce step). In this model, the data is distributed and
replicated over multiple data nodes, and the computation
also takes place at these nodes. That is, a node performs
both data storing and computation, which may happen at
the same time; thus, we need to understand resource re-
quirements of these two different domains and schedule cor-
responding processes efficiently. The core affinity defines
mapping between a set of cores and a given task. The core
affinity can be decided based on resource requirements of a
task because this largely affects the efficiency of computa-
tion, memory, and I/O resource utilization.

In this paper, as the first step, we analyze the resource re-
quirements of data storing operations of Hadoop Distributed
File System (HDFS) [4]. HDFS is a fault-tolerant distributed
file system that especially targets the MapReduce program-
ming model on the commodity hardware. The HDFS file
upload internally involves network and disk I/O operations.
We measure its performance while considering intrinsic char-
acteristics of NUMA-based multi-core processors, such as
CPU cache topology, memory-access locality, and distance
from I/O devices. The analysis reveals the impact of core
affinity on the throughput of HDFS, which can provide the
insight into the process scheduling issues on the multi-core
systems in the context of big-data processing. We also sug-
gest a framework for dynamic core affinity based on our ob-
servations and show that a preliminary implementation can
improve the throughput of HDFS.

There have been various researches on core or processor
affinity [24, 17, 9, 11]; however, these mainly deal with net-
work protocol processing and cover limited scope of applicat-
ion-level performance. In this study, we target more applica-
tion-level operations that involve both network and disk I/O.
This study also differs from previous studies in the sense that
the ultimate goal of this work is to characterize resource re-
quirements of data storing and MapReduce operations in the



Figure 1: An example of many-core architecture
(AMD Opteron Magny-Cours octa-core processor).

perspective of big-data processing and to schedule threads
with optimal core affinity dynamically.

The rest of the paper is organized as follows: In Section 2,
we give an overview of core affinity issues and HDFS. We also
discuss related work in this section. In Section 3, we provide
analysis of impact of core affinity on the HDFS file upload
performance. Then, we suggest a framework of dynamic
core affinity for HDFS in Section 4. Finally, we conclude
this paper in Section 5.

2. BACKGROUND
In this section, we briefly describe core affinity issues and

HDFS. Then, the related work summary follows.

2.1 Core Affinity
To overcome the limitation of instruction level parallelism,

the multi-core processor or chip-level multiprocessor archi-
tecture has emerged recently. Such multi-core processor has
multiple processing cores in a processor package. The multi-
core processors are now being widely exploited by high-end
systems, leveraging throughput and scalability.

The core affinity defines a set of cores on which a given
task can run. In this paper, we classify the core affinity into
two: i) interrupt-core affinity and ii) process-core affinity.
The interrupt-core affinity represents the mapping between
an I/O device and a set of cores that handle the interrupts
from the device. In Linux, we can configure the interrupt-
core affinity by editing the smp_affinity file of each device
in the /proc file system. The process-core affinity repre-
sents the mapping between a process and a set of cores al-
lowed to run the process. The POSIX standard defines the
sched_setaffinity() system call to decide the process-core
affinity at the user level.

Cores in the same processor package may share the last-
level cache while the higher cache(s) such as L1 cache is pri-
vate. Alternatively, manufacturers may combine two pack-
ages into one. In this architecture, only half of the cores

Figure 2: Steps for file upload to HDFS.

of the same package would share the last-level cache. For
example, two quad-core processor dies can be combined to
form octa-core processor as shown in Figure 1. A multi-
socket machine also naturally fits into this category. Due to
the such different cache topology, a task can show different
performance depending on which core it runs. That is, by
configuring the core affinity properly, we can maximize the
cache efficiency on the multi-core systems.

Also modern parallel processing system often has NUMA
property. In the NUMA architecture, the asymmetric mem-
ory access latency between local and remote memory mod-
ules can affect the application performance. Though the
operating system tries to allocate a user buffer from the
local memory of the corresponding process as much as pos-
sible, the allocation of kernel-level I/O buffers is irrelevant
to the location of user processes. Thus, the core affinity that
considers the location of I/O buffers have opportunities to
reduce remote memory access.

There are also different architectures connecting the I/O
bus to multi-core processors. The traditional NUMA ar-
chitecture allowed only one multi-core processor to be di-
rectly connected to the I/O bus; therefore, other multi-core
processors had to go through that processor to access I/O
devices. To remove such inefficiency, enhanced architectures
have been proposed, where multiple processor packages have
direct connections to the I/O bus. For instance, Figure 1
shows an example that two separate I/O buses are connected
to processor packages 1 and 2, respectively. Due to such dif-
ferent connecting topology, the cores and memory modules
have different distance to I/O devices. Therefore, we also
need to consider this when we decide the core affinity.

2.2 Hadoop Distributed File System
Hadoop is a software framework for distributed process-

ing of large data sets across clusters. The framework in-
cludes modules for common utilities, HDFS, job scheduler,
and MapReduce. A Hadoop cluster consists of master nodes
and slave nodes. A master node runs JobTracker or NameN-
ode. The JobTracker coordinates MapReduce computing,
and the NameNode manages metadata for distributed files.
A slave node runs both TaskTracker and DataNode that do
the actual MapReduce computing and work for data storing,
respectively.

HDFS is a distributed file system designed to efficiently



support the MapReduce programming model and provides
data reliability by replicating the data across multiple slave
nodes. HDFS provides NameNode and DataNode mentioned
above. When a client uploads a file, it first splits the file into
blocks of 64MB. For each block, the client asks the NameN-
ode a list of DataNodes that will store a copy of this block
(steps 1 and 2 in Figure 2). The DataNode creates a service
thread (DataXceiver) for each client, which receives a block
from a client (step 3 in Figure 2), writes it to local disk (step
4 in Figure 2), and sends it to another DataNode for data
replication (step 5 in Figure 2). The data replication is done
in a pipelining manner afterward (steps 6∼8 in Figure 2).
It is noteworthy that the DataNode service thread performs
both network and disk I/O operations. Thus, it is more
complicate to find an optimal core affinity for this thread.

2.3 Related Work
The importance of core or processor affinity with respect

to the network performance was studied in [13, 14, 7, 8, 16,
21]. Salehi et al. [16], Strazdins et al. [21], and Willmann
et al. [24] thoroughly analyzed the impact of the paralleliza-
tion strategies of packet processing on the network perfor-
mance. These researches, however, did not take into account
the characteristics of multi-core environment, such as cache
sharing. Foong et al. [7, 8, 23] and Narayanaswamy et al. [13,
14] showed an in-depth analysis of network performance on
muti-core systems.

Performance tuning of applications over multi-core sys-
tems can be done using autopin [15] and VTune [2]. Though
these tools can suggest an optimal core affinity by experi-
ence, it cannot adaptively decide the core affinity while pro-
cesses are running. Adaptive load balancing on multiproces-
sor systems has been studied in [17, 10, 18, 19]. Scogland et
al. [17] have suggested a user-level library called SyMMer,
which monitors indirect symptoms of changing the system
loads and dynamically manages the core affinity for MPI
applications. Ahuja et al. [3] also suggested a connection
management tool called CAAD, which exchange machine’s
system information and decide core affinity for new connec-
tion. Jang and Jin [9] have suggested an adaptive scheme
called MiAMI to decide an optimal core affinity at the kernel
level for multiple network interfaces. Kencl and Boudec [10]
and Shi et al. [18, 19] were more focusing on the network
equipments such as switches and routers than the end-node
systems. Chen and Moris [5] studied the processor affinity
for PC-based router. NIC-level assist for the processor affin-
ity was suggested in [12]. Overall, our study is distinguished
from the previous researches in the sense that our study is
focusing on both network and disk I/O in the perspective of
HDFS.

Some researches [20] separated user core and kernel core
to improve application locality, using asynchronous system
calls. However, this requires new user-level threading library
and does not consider I/O performance. Other research [11]
also suggested a similar approach, but it more focused on
CPU cache usage, not I/O performance. Unlike them, we
consider I/O performance and affinity together.

3. IMPACT OF CORE AFFINITY
In order to analyze the performance impact of core affin-

ity on HDFS file upload, we perform comprehensive perfor-
mance measurements varying the core affinity. We especially
try to answer following three questions in the perspective of

Table 1: Process-core affinity notation
Symbols Description

∆
D The interrupt-handling core is responsible for

Disk device
N The interrupt-handling core is responsible for

Network device

Π

S The Same core with the interrupt-handling
core

C The core shares the last-level Cache with the
interrupt-handling core

M The core shares the Memory module with the
interrupt-handling core

N The core shares None of resources with
the interrupt-handling core (i.e., a core on a
different package)

core affinity:

• Which I/O component is more sensitive to core
affinity?: As described in Subsection 2.2, the service
thread of DataNode performs both network and disk
I/O operations. Thus, the performance of the thread
is affected not only by the process-core affinity but
also interrupt-core affinity for network and disk de-
vices. Since the optimal combination of core affinity
may differ depending on which I/O component we con-
sider more importantly between network and disk, it
is required to understand the sensitivity of I/O com-
ponents to core affinity.

• What is the trade-off between data locality and
parallelism?: If tasks either processes or interrupt
handlers share a data set or data structures, it would
be better to run them on the same core or cache-
sharing cores. On the other hand, if the amount of
data shared between tasks is not significant, running
these on the same core or cores on the same die can
degrade the performance because of cache pollution.

• What is a good device distribution over mul-
tiple I/O buses and interrupt distribution over
multi-core processors?: When there are separated
I/O buses, putting the I/O devices into different buses
may provide good performance or may not. In ad-
dition, it is not clear which core is the right one to
handle I/O interrupts especially if we have a choice to
distribute devices over multiple buses.

In this paper, we define a notation to represent a process-
core affinity as [∆Π], where ∆ = {D,N} and Π = {S,C,M,
N}. The process-core affinity is represented as a relative lo-
cation from the core that handles interrupts (i.e., interrupt-
handling core). ∆ describes whether the interrupt-handling
core is responsible for disk device (D) or network device
(N). Π represents the relationship to the interrupt-handling
core as shown in Table 1. For examples, [DS] means the
interrupt-handling core itself, and [NC] means cores that
share the cache with the interrupt-handling core of the net-
work device.

3.1 Microbenchmark
In order to figure out the best process-core affinity for pure

network and disk I/O operations, respectively, we ran mi-
crobenchmarks, varying process-core affinity without Hadoop



Figure 3: Disk and network I/O performance with
different core affinity.

on a machine equipped with an AMD Opteron 2.0GHz octa-
core processor and Samsung 830 series 128GB SSD. The
processor has the same cache topology shown in Figure 1.

We ran the Bonnie++ benchmark [1] and measured the
sequential out performance for 64MB blocks because the
HDFS block size is 64MB and the file upload invokes file
write operations. We turned on the O DIRECT flag to re-
move the buffer cahce effect during measurements reflecting
the throughput of the SSD. The measurements were done
for three cases of core affinity: [DS], [DC], and [DM]. The
measurement results are shown in Figure 3. As we can see,
the core affinity of [DS] gives the best performance and [DC]
is the next.

We ran the ttcp benchmark [22] to measure the TCP/IP
throughput over 10 GigE varying the process-core affinity.
As we did for disk I/O measurements, we considered three
cases of [NS], [NC], and [NM]. Figure 3 shows that [NC] and
[NM] achieve better throughput than [NS]. Though [NC] and
[NM] show almost the same performance, [NC] requires 17%
less processor resources due to better cache effect.

In summary, running the disk I/O process on the interrupt-
handling core for disk device (i.e., [DS]) provides a high
throughput for disk write, while the network I/O process
is desired to be scheduled on the core that shares the last-
level cache (i.e., [NC]) with the interrupt-handling core for
network device.

3.2 HDFS File Upload Performance
We measured the HDFS file upload throughput on an ex-

perimental system composed of one client node, one NameN-
ode and two DataNodes. Hardware and software configura-
tions are shown in Figure 4. We installed Hadoop (version
1.2.1) on these nodes. A client process uploads a movie file
of 2.7GB to DataNodes and measures its throughput. The
clients use the same file so that they can benefit from the
buffer cache on the client node and avoid becoming a bot-
tleneck during the experiments. Although the clients use
the same file, HDFS stores the file as different files for each
client. We report the average throughput of five runs. We
configured Hadoop in a such way that the client processes
always upload the file to DataNode 0 primarily and repli-
cate the file to DataNode 1. We also measured core utiliza-
tion, last-level cache misses/hits, and busy waiting time for
locking to understand underlying reasons of different perfor-
mance though we did not show raw data of these because of

Figure 4: Experimental system.

Table 2: File upload throughput with different core
affinity combinations (MB/s)

Process- Different I/O Buses Same I/O Bus
Core Different Same Different Same

Affinity Packages Pakage Packages Package
(DBDP) (DBSP) (SBDP) (SBSP)

[DS, DS] 92 87 92 87
[DS, DC] 131 127 131 124
[DS, DM] 126 121 124 120
[DS, DN] 126 119 126 119

[NC, NS] 82 83 82 82
[NC, NC] 85 88 87 88
[NC, NM] 120 120 117 121
[NC, NN] 121 119 119 119

page limitation.
The measurement results are shown in Table 2. In the

experiments, we ran two client processes; thus, two service
threads are created on a DataNode. We will see results for
more clients in Section 4. The first column of the table
shows their process-core affinity. Since DataNode 0 has two
separate I/O buses as shown in Figure 1, we consider two
cases: plugging network and disk devices in the different I/O
buses (”Different I/O Buses” in Table 2) and in the same bus
(”Same I/O Bus” in Table 2). In addition, the interrupt-
core affinity for network and disk devices can be mapped
onto either cores in different processor packages (”Different
Packages” in Table 2) or the same package (”Same Package”
in Table 2). In case of ”Same Package”, we assigned the
interrupt-core affinity of network and disk devices onto dif-
ferent cores of the same die (i.e., share the last-level cache).

We have observed that the process-core affinity of [DS] is
the best with respect to disk I/O in Subsection 3.1 while
[NC] is the best for network I/O. Therefore, in the exper-
iments, we fixed the process-core affinity of a process on
either [DS] or [NC] varying that of the other process. As
shown in Table 2, we can achieve a higher throughput with
disk-oriented process-core affinity, which means that the disk
I/O is more sensitive to process-core affinity than network
I/O.

If the data locality is the most important performance



Figure 5: Framework of dynamic core affinity.

Table 3: File blocks stored into the disk during ex-
periments (%)

Number of Clients 1 2 4 8
Default Linux 64 69 87 92

Dynamic Core Affinity 65 70 86 92

factor, it would be better to run the processes on the same
core (e.g., [DS, DS]). On the other hand, the parallelism
between processes can be maximized by running them on
different processor packages (e.g., [DS, DN]). However, we
can see that [DS, DC] delivers the highest throughput for all
cases, which suggests the importance of both data locality
and parallelism of disk I/O operations.

In regard to the device and interrupt distribution, we
can observe that distributing interrupt-core affinity across
different processor packages (i.e., DBDP and SBDP in Ta-
ble 2) provides better performance but distributing devices
over different I/O buses (e.g., DBDP vs. SBDP in Table 2)
dose not make much difference with respect to file upload
throughput. The benefits from the distribution of interrupt-
core affinity across different packages (e.g., DBDP vs. DBSP
in Table 2) is due to the fact that event handlers of network
and disk devices pollute the last-level cache if they run on
the same die. The interrupt handlers themselves have small
footprints but these invoke deferrable functions (i.e., bottom
halves) on the same core, which manipulate a significant
amount of kernel data structures and I/O buffers.

4. DYNAMIC CORE AFFINITY FOR HDFS
In this section, we suggest a framework of dynamic core

affinity for HDFS. The overall design of the framework is
shown in Figure 5. The framework consists of architectural
information collector, load monitor, and core affinity man-
ager. The architectural information collector provides the
information, such as cache topology, I/O bus structure, and
device distribution, by means of the /proc file system. The
load monitor provides run-time information mainly to avoid
overloading the preferred cores. The core affinity manager

Figure 6: Comparisons of file upload throughput be-
tween default Linux and dynamic core affinity.

implements the core affinity policy and dynamically decides
the process-core affinity whenever a service thread newly
created.

We implemented a prototype of the suggested framework
in Hadoop and measured the file upload throughput. The
policy implemented in the core affinity manager was based
on observations in Section 3. In our implementation, the
core affinity manager tried to assign service threads to a
close core from the interrupt-handling core for disk device
as much as possible. If the preferred core is overloaded, the
core affinity manager looks for an alternative one that may
share more limited resources with the optimal core. The core
affinity manager decides the interrupt-core affinity statically
in a way that interrupts from network and disk devices are
handled by different cores on different packages.

In the measurements, we increased the number of client
processes from 1 to 8 because the client node has eight cores
and each client process requires about 75% resources of a
processor. We compare our prototype implementation with
the default Linux. In the default Linux environment, the
interrupt-core affinity is decided by irqbalance dynami-
cally, and the kernel-level load balancer migrates threads
across cores without a strong process-core affinity. Figure 6
shows the measurement results. As we can see, the dynamic
core affinity improves the HDFS file upload throughput up
to 42% compared with the default Linux. In addition, we
can observe that the throughput of our implementation in-
creases almost linearly as the number of clients increases,
which suggests better scalability of the dynamic core affin-
ity. Table 3 shows the portion of file that is actually stored
into the disk on the DataNode during experiments. We mea-
sured these values by using vmstat. These numbers show
that the disk I/O is not performed for whole file size due to
the buffer cache but the most blocks of files are stored into
the disk.

5. CONCLUSIONS
In this paper, we analyzed the resource requirements of

data storing operations of HDFS with respect to core affin-
ity. The service thread of HDFS DataNode performs both
network and disk I/O operations; thus, it is more complicate



to find an optimal core affinity for this thread. We mea-
sured pure network and disk I/O performance and HDFS
file upload throughput varying core affinity combinations.
The analysis of measurement results can be summarized
into three principles: i) assign process-core affinity in a
disk-oriented manner rater than network. ii) consider both
data locality and parallelism for I/O operations, and iii) dis-
tribute interrupts of network and disk devices into different
processor packages.

Moreover, we suggested a framework for dynamic core
affinity based on our observations. The framework con-
sists of architectural information collector, load monitor,
and core affinity manager. The core affinity manager decides
the process-core affinity of a newly created thread dynam-
ically. The measurement results showed that the dynamic
core affinity improved the HDFS file upload throughput up
to 42% and suggested better scalability than the default
Linux.

As future work, we plan to analyze resource requirements
for the MapReduce computing so that we can schedule threads
for HDFS and MapReduce in an integrated manner on multi-
core system. In addition, we intend to use real big-data sets
for real applications.
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