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Abstract — The mechanical control interfaces in automobiles are 

replaced rapidly by electrical interfaces enabling the x-by-wire 

technology. Besides the legacy automotive control parts, the 

infotainment systems recently come into the spotlight and become 

an important part of automobiles. Since the traditional 

automobile networks are not suitable to support these 

infotainment applications, new automobile network called Media 

Oriented System Transport (MOST) has been introduced. The 

MOST standard defines the network protocol stacks called 

Network Service. Though the industry just starts releasing new 

automobiles equipped with MOST-based infotainment systems, 

they either have yet to follow the specification of Network Service 

or highly dependent on the commercial implementation. In this 

paper, we aim to suggest a design of the Network Service protocol 

stacks called u-OMNiPro (user-level Open MOST Network 

Service Protocol Stacks), which can provide portability across 

different operating systems, better responsiveness, and easy 

interfaces to implement applications. The performance 

measurement results show that u-OMNiPro can run on Linux 

and Windows operating systems with low CPU resource 

requirements and high communication responsiveness. 

Keywords - infotainment system; Media Oriented System 

Transport; Network Service; automobile; user-level protocol stacks 

I.  INTRODUCTION 

The mechanical control interfaces in automobiles are 
replaced rapidly by electrical interfaces enabling the x-by-wire 
technology that provides ways to control or access Electric 
Control Units (ECUs), actuators and sensors through wired 
networks. The traditional automobile networks such as CAN 
and LIN support robustness and reliability for powertrain, 
chassis, body, and safety parts while the features and 
communication semantics provided by the networks are quite 
limited. Besides the legacy automotive control parts, the 
infotainment systems recently come into the spotlight and 
become important factors that decide the value of automobiles 
and differentiate one from others. Some of representative 
infotainment applications include navigator, audio/video 
systems, internet applications, etc.  

Since the traditional automobile networks are not suitable 
to support these infotainment applications new automobile 
network called Media Oriented System Transport (MOST) [1, 
2] has been introduced, which can provide high network 
bandwidth and network QoS. An audio system, for instance, 
can consist of Human Machine Interface (HMI), media driver, 
amplifier, and speakers, which are connected through the 
MOST network. The HMI provides the user interfaces to 
control infotainment systems and ECUs as well if needed. The 
media driver can be a CD changer or a driver to connect 
storages storing multimedia files such as flash memory. Since 
these all components are connected through the network, any 
of them can be changed easily by new one. Moreover, by 
adding additional components such as headset interface and 
phone connector to the network, we can utilize the audio 
system for hands-free mobile phone. In this way, due to the 
nature of network-based system, various infotainment 
applications can be suggested and applied flexibly over 
different hardware by exploiting MOST network. 

The MOST standard defines the network protocol stacks 
called Network Service to support three different 
communication channels for stream, packet and control data, 
respectively. Though the industry just starts releasing new 
automobiles equipped with MOST-based infotainment systems, 
they either have yet to follow the specification of Network 
Service or highly dependent on the commercial implementation 
[3] that still has a lot of design space to apply it to real systems. 
Thus it is highly desirable to study the possible design 
alternatives of Network Service thoroughly with respect to 
performance, portability, and real-time.  

In this paper, we aim to suggest a design of the Network 
Service protocol stacks called u-OMNiPro (user-level Open 
MOST Network Service Protocol Stacks), which is carefully 
designed to support portability across different operating 
systems, better responsiveness, and easy interfaces to 
implement applications. To the best of our knowledge, this is 
the first literature that presents design details of Network 
Service and performs quantitative performance analysis. 
Though several researches mention about the MOST protocol 
stacks, they do not discuss or suggest the detail design [4, 5, 6, 
7]. In this paper, we especially focus on the MOST control 
channel because its protocol is quite different with traditional 
send-receive semantics and rather similar with that of remote 
procedure call in the sense that it invokes a function on a 
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remote MOST node. Accordingly there are lots more research 
challenges in designing protocol stacks for the control channel 
as follows: 

 Function registration and invocation: An efficient 
mechanism to register a function at run time and to invoke 
asynchronously by a MOST control message is required 

 Multiplexing and demultiplexing: There can be several 
sets of functions to implement multiple services; therefore, 
someone should identify the destination service and 
function for coming MOST control messages. 

 Guaranteeing real-time requirements: For immediate 
response from infotainment devices on user control, the 
MOST control messages should be processed in real-time. 

The performance measurement results show that u-
OMNiPro can provide portability across different operating 
systems such as Linux and Windows, low CPU resource 
requirement, and high responsiveness. In addition, u-OMNiPro 
provides an efficient way to develop automotive applications 
by providing easy interfaces to use. 

The rest of the paper is organized as follows: Section II 
explains the MOST network and Network Service as the 
background of this study. Section III details the suggested 
design of Network Service for the MOST control messages. In 
this section we present user-level design called u-OMNiPro. 
The performance measurement results are presented in Section 
IV. Finally we conclude this paper in Section VI. 

II. BACKGROUND 

In this section, we brief the MOST network [1, 2]. MOST is 
the de-facto standard for high-speed and cost-effective 
networking of automotive multimedia and infotainment 
systems. The current MOST standard specifies 25Mb/s ~ 
150Mb/s network bandwidth with QoS support.  

To meet the demands from various automotive applications, 
MOST provides three different message channels: stream, 
packet, and control message channels. The stream channel is 
suitable to transmit multimedia data while the packet channel is 
well fit into TCP/IP-like data communication. The control 
channel is used to invoke a service on a remote MOST node. 
Figure 1 shows the structure of a MOST frame in which we can 
see that the channels for stream and packet data reserve higher 
bandwidth than the control channel (i.e., HMI). The bandwidth 
for stream and packet channels can be adjusted by moving the 
boundary between two channels. 

 

 
Figure 1. Structure of MOST frame. The frame defines stream, 

packet, and control data channels. 

 

The control messages are used for function-oriented 
operations that trigger specific controls on devices. As 
mentioned in the previous section, we focus on the control 
messages in this paper. The set of control operations on each 
MOST device are defined as Function Blocks (FBlocks), which 
are necessary to control the device and provide application 
services. An FBlock incorporates all properties and methods of 
a MOST application. The properties are the variables that 
contain the status information. The methods are the subroutines 
to operate the MOST device. The control message consists of 
FBlock ID, instance ID, function ID, operation type, telegram 
information, and user-defined parameters as shown in Figure 2. 
The first three fields specify the corresponding function that 
handles the control message. The function can be either 
attribute or method. The Optype field decides the behavior of 
the function in terms of reporting its operation result. The 
telegram information (i.e., Tel ID and Tel Len in Figure 2) 
represents whether the control message consists of several 
telegrams or not. If Tel ID is 0 a single telegram forms a whole 
control message. Otherwise the value of Tel ID can be 1, 2, or 
3 representing the first, middle, or last telegram, respectively. 
In this case, the counter information of 1 byte is stored in the 
data field to specify the order of middle telegrams. Since the 
data field is 12 bytes the user data larger than this requires 
multiple telegrams. Though a telegram of control message uses 
17 bytes the message size actually sent on the physical network 
is 32 bytes because of additional information such as source 
and destination addresses, etc. The control channel in Figure 1, 
however, can send 2 bytes only in a MOST frame. Thus, to 
send a telegram we need to send 16 frames at the low level, 
which results in relatively lower communication performance 
of control channel compared with stream and packet channels. 

MOST Network Service is the transport protocol for the 
MOST network, which covers from layer 3 to parts of layer 7 
of OSI 7 layers. MOST Network Service demultiplexes the 
control messages based on FBlock ID, instance ID, and 
function ID and invokes the corresponding function of the 
FBlock with the parameters in data field. 

 

 
Figure 2. Application-level control message format. The control 

message invokes a function on remote MOST node. 

 

Due to the advanced features provided by MOST we can 
come up with new kinds of automotive applications. In 
addition we can implement existing automotive applications 
more efficiently. For example, the head unit on the MOST 
network can show the current status of the automobile and 
provide human-friend control interface. Since the stream and 
packet channels can provide high bandwidth we can gather the 
status information from ECUs on other automotive networks 
without performance bottleneck, which enables real-time 
diagnostic. Controlling of ECUs through the MOST network 
also can provide unified interface to the driver.  



III. DESSIGN AND IMPLEMENTATION OF U-OMNIPRO 

The protocol stacks can be implemented at the device driver, 
operating system’s kernel, or user level [8]. The device driver 
and kernel level implementations are highly dependent on a 
specific operating system. On the other hand, since the user-
level design has even less dependency on the operating system, 
it is portable across different operating systems and can be 
applied widely. The user-level design means that the protocol 
stacks are implemented and run as user-level context while 
legacy protocol stacks such as TCP/IP suites are implemented 
usually in the kernel of operating system. Thus, the user-level 
implementation can be more attractive with respect to 
portability, flexibility, reusability, and testability. Accordingly, 
we decide to design our Network Service at the user-level in 
this paper. In this section, we detail the design of our Network 
Service called u-OMNiPro (user-level Open MOST Network 
Service Protocol Stacks). The user-level protocol stacks, 
however, induces several tricky design issues in terms of 
performance, resource requirements, and responsiveness. We 
deal with these all issues in our design 

A. Overall Design 

Figure 3 shows the overall design of u-OMNiPro. In order 
to handle the MOST control messages efficiently, we introduce 
four layers of Network Service: i) FBlock APIs, ii) FBlock 
framework, iii) MOST messaging layer, and iv) device 
abstraction layer. 

FBlock APIs provide FBlock programming interfaces. As 
we have explained in Section II, an FBlock implements an 
application running on a MOST device. Therefore, it is 
desirable that a MOST application software is released as an 
FBlock and added to the system in this unit. Thus the 
programming interfaces easy to use and powerful are very 
important to make various applications available. Since the 
MOST specification does not mention clearly about APIs to 
implement an FBlock, we introduce the APIs in Section III.B. 

 

 
 

Figure 3. Design of MOST Network Service protocol stacks. 

 

Like the concept of class in object-oriented programming 
languages, an FBlock consists of properties and methods. Thus 
though an Fblock defines an application service, this cannot be 
a standalone execution entity. In our protocol stacks we suggest 
the FBlock framework that provides a transparent way to run 
an FBlock as a user process. Instead of resolve this issue at the 
language (or compiler) level, we allow the application 
developers dynamically create and destroy an FBlock at the run 
time using the FBlock APIs. The FBlock framework also 
communicates with the MOST messaging layer to send or 
receive MOST control messages. The details of the FBlock 
framework is describe in Section III.C. 

The MOST messaging layer performs the essential 
operations to send and receive the MOST control messages 
through the device driver and takes charge of demultiplexing 
that identifies the corresponding FBlock for the messages 
arrived. The MOST messaging layer is implemented as a 
daemon process and unique in a MOST device. This design 
based on a separate process may add some overheads for Inter-
Process Communication (IPC) with the FBlock framework but 
makes possible to demultiplex the MOST control messages 
across different FBlocks at the user-level. We detail the MOST 
messaging layer in Section III.D. 

The device abstraction layer provides unified interfaces to 
the upper layers hiding the details about the device. Therefore, 
modifying only this layer is required when we change the 
MOST network device or move to another operating system. 
We discuss about this layer in Section III.E. 

B. FBlock APIs 

As shown in Table I, we introduce the APIs to implement 
FBlocks. The APIs are easy and straightforward to use. The 
registration and unregistration of an FBlock is performed by 

the KUNS_FBlock_Register() and KUNS_FBlock_ 

Unegister() functions, respectively. The KUNS_FBlock_ 

Register() function passes a unique identification of the 
FBlock (i.e., FBlock ID explained in Section II) to the FBlock 
framework and the MOST messaging layer. The MOST 
messaging layer uses this identification to decide the 
corresponding FBlock framework for incoming MOST control 
messages. This FBlock registration should be done before 
registering its service functions. As we have mentioned in 
Section II, the service function can be either method or 
property. The registration of service functions is done by 

KUNS_Method_Register() and KUNS_Property_ 

Register() that pass the function information, such as 
FBlock identification, function identification (i.e., function ID 
explained in Section II) and the function pointer. Once the 
functions required are registered, the FBlock can start to run by 

calling KUNS_FBlock_Run() that enables the FBlock 
framework to invoke the corresponding function of the control 
message arrived. When an application wants to send a MOST 
control message to another FBlock, it can use 

KUNS_Ctrl_Send(). 

 



TABLE I 

FBLOCK APIS AND THEIR DESCRIPTION 

APIs Description 

KUNS_FBlock_Register Register a new FBlock to the 

framework  

 

KUNS_FBlock_Unregister Unregister an existing FBlock 

from the framework 

 

KUNS_FBlock_Run Enable the functions of the 

FBlock to be invoked by the 

framework 

 

KUNS_ Method_Register Register a new method of a 

specific FBlock to the 

framework 

 

KUNS_ Method_Unregister Unregister an existing method 

of a specific FBlock from the 

framework 

 

KUNS_ Property_Register Register a new property of a 

specific FBlock to the 

framework 

 

KUNS_ Property_Unregister Unregister an existing property 

of a specific FBlock from the 

framework 

 

KUNS_Ctrl_Send Send a control message to a 

MOST FBlock 

 

C. FBlock Framework 

In order to run an FBlock as a process we provide the FBlock 
framework, which actually implements the APIs described in 
Section III.B. The framework internally manages data 
structures for the FBlock and its functions registered as shown 
in Figure 4. Since a function is either property or method, we 
distinguish them by keeping their type in the Function Type 
field. An instance of the framework allows only one FBlock to 
be registered. Therefore, each FBlock can be implemented as a 
standalone executable entity and released separately. This 
makes the debug and update work very easy and thus enhances 
software productivity.  

The KUNS_FBlock_Run() function described in the 
previous section performs infinite loop that receives the control 
messages from the MOST messaging layer, searches the 
corresponding functions based on the header of control 
messages, and invokes the functions. When the function is a 
method, it simply calls it. On the other hand, if the 
corresponding function is a property, the framework 
manipulates this according to the operation type (i.e., Optype 
described in Section II). In this way, the details about the actual 
interpretation of the control messages and function invocations 
are hidden from the FBlock developers. This infinite loop can 
be unacceptable to many applications but suitable to the 
automotive applications because they start and quit when the 
power is turned on and off. 

 

 

Figure 4. Data structures managed in the FBlock framework. 

 

The FBlock framework uses three IPC channels connected 
with the MOST messaging layer in order to register an FBlock, 
receive control messages, and send control messages, 
respectively. The details about the IPC channels are discussed 
in Section III.D. 

D. MOST Messaging Layer 

In order to multiplex and demultiplex the MOST control 
messages, we need a central place to perform arbitration of 
accessing the MOST device and distribution of the messages 
across several FBlocks. Since we have decided to suggest user-
level protocol stacks aiming portability, having the central 
place, which performs significant protocol processing, at the 
user-level is highly desirable. If we implement this as a library 
it cannot support more than one FBlock per MOST device. 
Thus we design this as a daemon process and call it MOST 
messaging layer. The separation of FBlock framework and 
MOST messaging layer into different processes requires IPC to 
exchange messages between them. Though this may add 
overheads, the suggested design is more flexible at supporting 
multiple FBlocks and portable across different operating 
systems.  

The daemon process has three kinds of threads for sending 
and receiving MOST control messages and performing the 
FBlock registration, respectively, which are represented as 
Send Trd, Recv Trd, and Rgst Trd in Figure 5. There are also 
three kinds of IPC channels between FBlock framework and 
MOST messaging layer, which are paired with the 
corresponding IPC channels. The registration channel is shared 
by all FBlocks and utilized to register the FBlock ID to the 
MOST messaging layer. The send channel is the other shared 
channel, which is used when a method wants to send a control 
message to another FBlock. Since the method specifies the 
destination function as parameters we do not need to manage 
the individual channel for each FBlcok. The control messages 
received is delivered to the FBlock framework through the 
receive channel. Since the message has to be processed by the 
corresponding FBlock, this channel should be established as 
point-to-point without sharing. We implement the IPC channels 



by using POSIX message queues so that the implementation 
can be applied to several operating systems without 
modifications. 

 

Figure 5. IPC channels between FBlock framework and MOST 

Messaging layer. 

 

In addition, the MOST messaging layer fragments a large 
message into several telegrams on the sender side and 
defragments them on the receiver node. If the messaging layer 
gets a larger message than 12 bytes from the FBlock 
framework through the send channel, it splits the message and 
constructs telegrams setting the Tel ID and Tel Len fields in the 
control message header appropriately. On the receiver side, the 
telegrams are saved temporarily in a doubly linked list. Once 
the all telegrams to construct a complete message are received, 
the messaging layer copies them into a buffer and deliver it to 
the FBlock framework thorough the receive channel. 

E. Device Abstraction Layer 

The device abstraction layer hides the details of the network 
device. This layer makes possible to move the upper layers 
from one operating system to another without any 
modifications. To provide such abstraction, this layer needs to 
be modified according to the characteristics of the device driver 
or operating system. Therefore, it is important to design this 
layer so thin as much as possible. Since only the MOST 
messaging layer access the actual MOST network device, the 
device abstraction layer can be implemented as a library and 
part of the device driver.  

This layer also decides the way to process the I/O events. 
Especially, the handling scheme of the receive completion 
event affects the behavior of the upper layers significantly. The 
receive completion event occurs when a message received into 
the MOST network device from the network. In general this 
event can be notified by polling or interrupt. In the case of 
polling, someone has to keep checking the receive completion 
by polling the state register in the MOST network device. This 
can provide a flexible design to the upper layer but it is hard to 
come up with the optimal frequency of polling and can induce 
a waste of CPU resources. On the other hand, the interrupt 

occurs asynchronously and is taken care of by the interrupt 
handler. Therefore, implementation of blocking I/O can be 
done efficiently, in which the process becomes blocked if there 
is no message received until new message arrives. This can 
avoid needless checking of receive completion and save CPU 
resources; however, the upper layer should be careful to still be 
able to process other tasks even when it has been blocked by 
using multiple threads for example.  

IV. PERFORMANCE MEASUREMENT 

We have implemented the suggested design in Section III 
and measured its performance. Since the traditional operating 
systems such as Linux and Windows have various multimedia 
applications and device drivers for numerous I/O devices, they 
are very attractive as operating systems of infotainment 
systems. Thus in this section we target such operating systems 
but the proposed design is flexible enough to be applied on 
other operating systems that follows OSEK (Open Systems and 
their Interfaces for the Electronics in Motor Vehicles) [9], a 
standard for software platform of traditional ECUs, or 
AUTOSAR (AUTomotive Open System Architecture) [10], an 
open and standardized automotive software architecture. We 
have configured three MOST nodes as shown in Table II. Each 
node is equipped with SMSC MOST PCI Tool Kit 25o NIC [3]. 
Using them we present the communication latency between 
MOST nodes, CPU resource requirement, communication 
responsiveness and portability. 

 

TABLE II 

EXPERIMENTAL SYSTEMS 

Nodes Software Hardware 

A Open SUSE Linux 10.3 

(kernel version 2.6.22.5) 

most4linux v.1.0.0 

 

Intel Celeron M Processor 

(1GHz)  

1GB RAM  

B Open SUSE Linux 10.3 

(kernel version 2.6.22.5) 

most4linux v.1.0.0 

 

 

Intel Duo Processor 

(2.66GHz) 

-  enabled only one core 

2GB RAM 

C Windows XP 

Cygwin-1.7.1 

Intel Quad Core (2.33GHz) 

3GB RAM 

 

A. Communication Latency 

We have measured the communication latency using two 
FBlocks running on nodes A and B that send and receive the 
same size control messages in a ping-pong manner repeatedly 
for a given number of iterations. We report the average time 
taken for each loop, which is round-trip communication latency.  

Figure 6 compares the communication latency between 
base protocol stack and u-OMNiPro. The base protocol stack 
provides very low-level APIs without upper layers defined by 
the MOST standard. As we have mentioned in introduction, 
still some of systems have developed over such incomplete 
protocol stack. To see how much additional overhead is added 
by upper layers, we compare our implementation with the base 



protocol stack. As we can see in Figure 6, u-OMNiPro adds 
additional overhead less than 2% and shows mostly 
comparable performance with the base protocol stack. Since 
the base protocol stack cannot support multiple telegrams we 
cannot compare the latency for larger than 12 bytes messages. 
We further analyze the additional overhead of 2% as show in 
Figure 7. This figure presents the breakdown of communication 
overheads induced in the additional layers for 12 bytes message 
on sender and receiver side. We can observe that the IPC 
overhead is dominant overhead. 

 

 

Figure 6. Performance comparison between base protocol stack 

and polling-based u-OMNiPro. 

 

 

Figure 7. Communication overhead breakdown. 

 

In Figure 8, we compare the communication latency of 
interrupt-based u-OMNiPro with that of polling-based u-
OMNiPro. To perform this comparison we have modified the 
MOST device driver (i.e., most4linux [5]) so that it can support 
both event handling mechanisms. As we can see in the figure 
there is not much difference between two designs in 
communication latency. However, the next sections show the 
side effects of polling-based design with respect to the CPU 
resource requirement and communication responsiveness.  

The reason why we see sudden increases of latency for 
every 11 bytes after 12 bytes message is that each telegram 
fragmented can store up to 11 bytes. Consequently the number 
of telegrams increases for every 11 bytes and the per-telegram 
overhead is increased as proportional to this. Our analysis leads 
us to believe that the buffering overheads on the MOST 
controller is dominant in the per-telegram overhead. 

 

 

Figure 8. Communication latency of polling and interrupt-based 

designs. 

 

 

Figure 9. Comparison of CPU resource requirement. 

 

B. CPU Resource Requirement 

In order to analyze the CPU resource requirement of the 
polling and interrupt-based designs, we measure the CPU 
utilization while running the communication latency tests. We 

measure the CPU utilization by using vmstat, a system 
monitoring tool provided by Linux. This tool reports 
information about processes, memory, CPU activity, etc. 

The measurement results are presented in Figure 9. As we 
can see, the polling-based design uses significant amount of 
CPU resources regardless of the message size. This is because 
a thread (i.e., Recv Trd in Figure 5) of MOST messaging layer 
keeps polling the MOST network device and consumes the 
CPU resources. On the other hand, the interrupt-based design 



hardly requires CPU resources due to the fact that the Recv Trd 
thread is blocked if there is no message yielding the CPU 
resources to other tasks. Overall, the results present that though 
the communication latency is more or less the same the 
interrupt-based design can save much more CPU resources. 

 

 

Figure 10. Communication responsiveness while running 

multimedia player. 

 

C. Communication Responsiveness 

To observe the communication responsiveness, we measure 
the communication latency while running an MPEG 
multimedia player. The intention is to see the impact of the 
background infotainment application on the communication 
latency. In the experiment, we use 12 bytes messages and 
report the latency for each iteration. We have observed that the 
quality of video service is not affected during the test. 

The communication latency is shown in Figure 10, in which 
we again compare polling-based and interrupt-based schemes. 
As we can see, the communication latency of the polling-based 
design is fluctuating significantly. Since the polling-based 
scheme can burn the CPU resources even if there is no message 
to process, we insert a sleep function with zero time for every 
polling operation. Otherwise, other applications such as 
multimedia player cannot run properly. This sleep function, 
however, adds unpredictable overhead as shown in Figure 10. 
On the other hand, the interrupt-based design shows much 
stable latency but it still shows few spikes. This is because the 
daemon process for the MOST messaging layer describe in 
Section III.D gets delayed by the multimedia player. To 
prevent this, we assign a higher priority to the daemon process 
than other applications. Since this process works for very short 
period time only when there is an MOST message, it does not 
harm any other applications’ performance even with a high 
priority. Consequently, we can see very stable latency with the 
line denoted as “Interrupt-base (high priority)” in the figure. 

D. Portability 

Our key intention of having user-level protocol stacks is the 
portability across different operating systems. To verify the 
portability of our design and implementation we run the u-
OMNiPro on both Linux and Windows using nodes A and C. 

We again measure the communication latency of which results 
are shown in Figure 11.  

The figure shows that u-OMNiPro can run on two different 
operating systems but also communicate each other seamlessly. 
If we compare the latency numbers with them in Figure 6, it 
seems that the combination of Linux and Windows shows 
slightly better performance. However, since the hardware 
specification of nodes B and C are different as shown in Table 
II this comparison is not fair. 

 

 

Figure 11. Communication latency between Linux and Windows 

nodes. 

 

V. CONLCUSIONS AND FUTURE WORK 

The MOST network is an emerging automobile network for 
infotainment systems. In this paper, we have suggested a user-
level protocol stacks called u-OMNiPro for control messages 
of MOST network. Since u-OMNiPro is designed at the user-
level it has less dependency on operating systems. The 
performance measurement results show that u-OMNiPro can 
run on Linux and Windows operating systems seamlessly. In 
addition, u-OMNiPro provides clear APIs and FBlock 
framework so that the developers do not need to bother about 
details of message processing and can easily manage the source 
codes. Moreover, by providing interrupt-based event handling, 
u-OMNiPro requires less CPU resources and shows high 
communication responsiveness. 

As future work, we intend to stabilize the implementation 
and release it as open source code under GPL license. In 
addition, we design the Network Service at the kernel-level (k-
OMNiPro) and compare it with u-OMNiPro. We expect that 
the kernel-level design can reduce the communication latency 
and improve the responsiveness further though it is highly 
dependent on a specific operating system. 

REFERENCES 

[1] MOST Cooperation, "MOST Specification," Rev 3.0, May 2008.  

[2] Andreas Grzemba, "MOST - The Automotive Mmultimedia 
Network", Franzis 2008. 

[3] http://www.smsc.com/. 



[4] Vernetzte Systeme im Cayenne, Porsche Engineering Magazine, 
pp. 12-15, January August, 2004. 

[5] B. Walle, "Development of a Linux Driver for a MOST 
Interface and Porting to RTAI," Diploma Thesis, September 
2006. 

[6] A. Hergenhan and G. Heiser, "Operating Systems Technology 
for Converged ECUs," In Proc. of  ESCar, November 2008. 

[7] M.-Y. Lee, S.-M. Chung, and H.-W. Jin, "Automotive Network 
Gateway to Control Electronic Units through MOST Network," 
In Proc. of IEEE ICCE, January 2010. 

[8] H.-W. Jin and J. Yoo, “Exploring the Design Space for Network 
Protocol Stacks on Special-Purpose Embedded Systems,” In 
Proc. of IFIP SEUS 2009, LNCS, Vol. 5860, pp. 240-251, 
November 2009. 

[9] OSEK Group, “OSEK/VDX Operating System,” Version 2.2.3, 
February 17, 2005. 

[10] S. Furst, J. Mossinger, S. Bunzel, T. Weber, F Kirschke-Biller, P. 
Heitkämper, G. Kinkelin, K. Nishikawa, and K. Lange, 
“AUTOSAR – A Worldwide Standard is on the Road,” In Proc. 
of 14th International VDI Congress Electronic Systems for 
Vehicles, 2009. 

 


