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Abstract

 

The application areas for Unmanned Aerial Vehicles 

(UAVs) become diverse and quite complicate. Most of such 

intelligent UAV software runs on few to many embedded 

controllers connected through a relatively small area 

network. Thus the support to provide efficient 

communication between embedded controllers is very 

important to UAV software. In this paper, we aim to design 

and implement communication support for distributed 

embedded systems in UAVs. Toward this end, we propose a 

lightweight layered architecture of the communication 

protocol, which can provide low and predictable 

communication overhead but also portability across 

different network interconnections. In addition, we apply 

ARINC 653 to provide suitable programming interfaces and 

features for UAV software. We have implemented the 

proposed design in the Linux operating system and 

measured its performance over Ethernet network. The 

performance measurement results show that the 

communication latency of our communication protocol can 

reduce the communication overhead up to 82% compared 

with TCP/IP. 

1 Introduction 

Unmanned vehicles can discharge dangerous duty 

substituting for people. In addition, unmanned vehicles can 

provide even more various and accurate information than 

people by exploiting sensor and software technologies, 

which help to take place a correct decision in time for 
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urgent cases. Unmanned Aerial Vehicles (UAVs) are 

especially able to perform more complicate tasks because 

they have less limitation on the space to move and can have 

wider view but they require elaborate control for stable 

flying. Accordingly there are significant requirements for 

complicate software running on UAVs to control them but 

also carry out critical tasks. The HELISCOPE project, for 

instance, develops an unmanned helicopter that can gather 

diverse and correct information at the very early stage of 

disaster [1]. The helicopter includes Operational Flight 

Program (OFP) for autopilot, video streaming software for 

multiple cameras, image processing software for target 

tracking, etc.  

In order to implement such applications, many of UAVs are 

equipped with several embedded controllers or boards [2, 3, 

4]. In most cases, these multiple embedded controllers are 

connected through a relatively small area network and 

collaborate by communicating each other. Thus, the support 

for efficient communication in terms of low-overhead and 

portability is very important [5]. However, the majority of 

the protocols for such communication are based on TCP/IP 

or a proprietary simple protocol. TCP/IP is too heavy while 

the proprietary protocols are too simple to support different 

kinds of networks or to provide useful features for 

intelligent UAV software. Consequently, whenever the 

interconnection network is changed the software has to take 

care of details of network configurations and 

communication patterns manually, which adds significant 

implementation and verification overheads at the 

development phase. It is highly desired that the network 

protocol for UAVs is lightweight and portable across wide 

spectrum of network interconnections including RS232, 

RS485, Control Areal Network (CAN), Ethernet, etc. More 

specifically, the network protocols for UAVs should meet 

following requirements: 

 Lightweight and portable architecture: Since the 

internal networks of UAVs are quite small and static, 

the overheads of the end nodes are dominant but the 



overheads from the network itself are predictable and 

low. Therefore, we need to carefully design the 

network protocol in order to minimize the overheads 

of end nodes. At the same time, for the sake of 

reusability of application software, it is required that 

the network protocol provides a portable architecture 

across different interconnections. 

 Communication semantics suitable to avionics 

software: Software for aerial vehicles requires 

different communication semantics from the legacy 

Internet software. For instance, the data from avionic 

sensors such as Global Positioning System (GPS) and 

Attitude and Heading Reference System (AHRS) can 

be meaningful when these are the most recent ones. 

Thus when a controller sends sensing data to another 

it is better to keep the last one on the receiver side in 

many cases instead of queuing all the received data. 

In this paper, we aim to design and implement 

communication support for distributed embedded systems 

in UAVs. We especially exploit the ARINC 653 standard 

[6] to provide the essential features for software running on 

UAVs. The ARINC 653 standard defines the software 

interfaces of operating system and communication for 

manned aerial vehicles. In this paper, we borrow some of 

the Application Programming Interfaces (APIs) defined by 

ARINC 653 but we suggest lightweight design for UAVs.  

We implement the proposed design in the Linux operating 

system and measured its performance over Ethernet 

network. The performance measurement results show that 

the proposed design hardly adds additional overheads and 

presents even less communication latency compared with 

TCP/IP while providing several features for UAV 

application software. 

The rest of the paper is organized as follows: Section 2 

explains the ARINC 653 as the background of this study. 

Section 3 details the suggested design of communication 

support for unmanned aerial vehicles. The performance 

measurement results are presented in Section 4. We finally 

conclude this paper in Section 5. 

2 Background 

In this section we overview the ARINC 653 standard. The 

ARINC standards include the vast scope of the air transport 

avionics equipment and systems. Among them the standard 

number 653 called ARINC 653 defines the general-purpose 

APEX (APplication/EXecutive) interfaces between the 

operating system of an avionics computer and the 

application software. The interfaces allow the application 

software to control the scheduling, communication, and 

status information of its internal processing elements. 

ARINC 653 defines the partition that enables one or more 

avionics applications to execute independently from each 

other in terms of memory and processor resources. The 

partition code executes in user mode only. This model 

prevents a fault caused by an application propagating to 

others [7, 8, 9]. The partitions are created at the system 

initialization phase and cannot be removed or added 

dynamically. The scheduling algorithm of partitions is 

predetermined, repetitive with a fixed periodicity. A 

partition comprises one or more processes that share the 

resources of the partition but are not visible outside of the 

partition. Each process has a priority level and can be 

preempted by a higher-priority process. The process 

scheduling can be either periodic or not based on the policy 

configured when each process is created. 

ARINC 653 also defines communication interfaces for 

inter-partition and intra-partition communication. The inter-

partition communication interfaces allow communication 

between two or more partitions executing either on the 

same node or on different nodes. To specify a connection 

between two or more partitions ARINC 653 uses a 2-tuple 

composed by channel and port. A channel defines a logical 

link between source and destination partitions. A channel 

consists of one or more ports, which provide the required 

resources that allow specific partitions to either send or 

receive messages. It is to be noted that the processes in the 

same partition can share the same port because the source 

and destination of messages are not processes but partitions. 

The inter-partition communication supports two modes: 

queuing mode and sampling mode. In the queuing mode, 

the messages are queued in the internal message queue and 

passed to the application in First-In First-Out (FIFO) 

manner. Thus there is no intentional message loss in this 

mode. On the other hand, in the sampling mode, only the 

last message is saved overwriting the previous one. This 

mode is useful when a controller sends sensing data to a 

controller that takes charge of avionic control because such 

controller is interested in the current situation rather than 

the past. A port of sampling mode has an additional 

attribute to specify the lifetime of a message in the 

receiving node which is called refresh rate. If a message of 

sampling mode has been stayed in the internal buffer for 

more than the refresh rate the interface of receiving 

operation has to return an error code. 

The port has several attributes for real-time communication. 

For example, the process queuing discipline decides the 

policy of waking up the blocking processes when a network 

I/O event (e.g., receive completion) occurs. The standard 

supports FIFO and priority-based policies. The FIFO 

discipline wakes the process that has blocked for the longest 

time on the port. The priority-based policy wakes the 

highest-priority process among the blocked processes on the 

port. In addition the standard provides timer-based blocking 

interfaces that can specify the time for blocking. In this 

mode, the process wakes up after a given time even if the 

event has not been occurred. 

ARINC 653 also provides four mechanisms for intra-

partition communication: buffers, blackboards, semaphores, 

and events. Since we focus on the inter-partition 

communication, we do not detail the intra-partition 

communication in this paper and refer the standard.  



3 Communication support for UAV 

In this section, we describe the detail design of suggested 

communication support. The design is flexible and thus not 

dependent on a specific operating system. The design can 

be implemented in lightweight module. 

3.1 Layered architecture 

The proposed communication protocol for UAV consists of 

ARINC 653 library, UAV communication module, and 

device abstraction layer as shown in Figure 1. The ARINC 

653 library supports all APIs for inter-partition 

communication defined in the ARINC 653 standard. This 

library is very thin and hardly adds communication 

overhead. The main role of the library is to send and receive 

network message via the UAV communication module. It 

also provides the interfaces to establish and initialize the 

network connections for inter-partition communication. The 

ARINC 653 library provides unified APIs that allow the 

UAV software to run across different operating systems 

without any modifications in terms of communication. 

Though ARINC 653 is the standard for software running on 

various manned aerial vehicles, the communication 

characteristics and requirements of UAV software are more 

or less the same with the cases for manned vehicles. Since 

we follow the APIs defined by the ARINC 653 standard, we 

can provide suitable features to UAV software. 

The UAV communication module implements most of 

actual protocol processing and features such as different 

communication modes described in Section 3.2. In addition 

to these features, the module enables high-speed data 

communication. Since UAVs have more chance to be 

equipped with low-speed processors, a design that induces 

low overheads is essential. It is to be noted that in our 

design the UAV software can directly access the network 

device bypassing legacy protocols such as TCP/IP without 

interference each other, which results in low 

communication overhead. In addition, we can finish the 

network event handling in one-shot due to the lightweight 

design, thereby opening more opportunity to stabilize the 

communication overhead. However, the traditional way the 

operating systems handle the network events is done in two 

phases (i.e., top-half and bottom-half) where the first phase 

does very urgent handling with higher priority and quit as 

soon as possible while the second phase performs later the 

actual protocol processing [10, 11, 12, 13, 14]. Thus, the 

second phase can get delayed and cause the communication 

latency to fluctuate [15, 16]. Moreover, on uniprocessor 

systems, if the bottom half has work to do, no applications 

can run until the bottom half finishes its tasks. This because 

the priority of the bottom half is lower than that of the 

interrupt handler but higher than any applications. Thus, the 

bottom half can occupy the processor to handle the packets 

for low priority processes even if a higher priority process 

is ready to run for urgent deadline. We can get rid of these 

side effects due to the simple event processing architecture. 

The device abstraction layer provides the functions that are 

dependent on the underlying network device. The UAVs are 

more flexible in choosing a suitable network device because 

these have less strict requirements on standard and 

certification. Therefore, the network devices can be vary 

and thus cause cumbersome porting work if the network 

device is changed. We suggest the device abstraction layer 

to provide better portability and design this so thin that we 

can minimize the efforts to move upper layers from a 

network device to another. The device abstraction layer 

helps not only support many network devices but also use 

several devices at the same time. That is, while a network 

connection uses RS232, another one can use Ethernet for 

example. User applications, meanwhile, can utilize different 

network devices through the unified library without 

consideration about what network devices the embedded 

controller has been equipped with. 

 

 

Figure 1: Layered architecture of suggested 

communication support for UAV 

 
3.2 Communication modes 

The UAV communication module in Figure 1 manages 

internal buffers to save network messages temporarily. This 

intermediate buffering happens when one or more network 

messages have been received before the application 

software asks to receive a network data into its buffer. Thus 

the UAV communication module has to keep the data 

arrived until the application software triggers a receiving 

operation. According to the characteristics of network data 

the expected behavior of buffering can vary, which affects 

to accuracy of aviation control. To deal with this issue 

efficiently, the UAV communication module provides two 

different communication modes as the ARINC 653 standard 

defines: queuing mode and sampling mode. 

In the queuing mode, the messages are stored in the internal 

buffer intermediately and passed to the application software. 

Thus every messages sent from the sender are delivered to 

the receiver without intentional message drop. This mode is 

useful when the prediction for autonomous control is 

performed based on the variation trend of recent sensing 

data for example. 



In the sampling mode, only the most recent message is 

saved overwriting the previous one. Therefore, there can be 

intentional message loss if the application software requests 

a new data in lower rate than the data generation rate at the 

source node. This sampling mode is useful when a sensor 

such as Inertial Measurement Unit (IMU) or GPS sends the 

azimuth and elevation information to a controller that tracks 

an object using radar or camera because many of such 

controllers are interested usually in the current situation 

rather than the past. Though the sampling mode keeps only 

the last message arrived, this still can pass the message that 

contains out-of-date information as the last message stayed 

excessively in the internal buffer. To cope with this 

unexpected case, the device abstraction layer generates a 

timestamp as soon as it gets a message from the network. 

This time information is used to decide whether the 

message is valid or not at the application software.  

Figure 2 compares the behavior of queuing and sampling 

modes when three messages have been arrived. In the 

queuing mode three messages are buffered and then 

delivered to the application’s buffer one by one. On the 

other hand, in the sampling mode, since the third message is 

the last one only this message is delivered to the application 

software dropping the previous messages. 

 

 

Figure 2: Comparison of queuing and sampling 

modes on the receiver side 

 
3.3 Network initialization 

The actual data transmission can take place after the 

initialization of network connection. At the initialization 

phase, the validation of attributes specified for a given 

connection is performed. If the attributes are approved the 

data structures, which represent each connection, are 

allocated in the memory. A connection is fail to be 

established if the device driver of the network device is not 

loaded successfully, the attributes of the connection are not 

valid, or the memory resources for the data structures are 

not available. This failure is very fatal to avionic control 

and mission applications because collaboration between 

embedded controllers cannot be carried out. Therefore, it is 

desirable to establish all connections at the system startup 

time and cancel the flight if the establishment is failed.  

To tackle this connection establishment issue we perform 

the initialization work in advance and avoid any 

malfunction caused by networking failure during the flight. 

In the initialization phase, we use the configuration file that 

specifies all network connections (i.e., ports described in 

Section 2) used during the flight. In the file, the attributes of 

connections such as pair of partitions and communication 

modes are defined. In addition, the maximum number of 

messages and volumes allowed for each connection are 

specified. By loading and interpreting this configuration file, 

we validate the attributes of connections and allocate the 

data structures at the system startup time. Though this can 

add some overheads during the system initialization phase, 

this makes the system more stable. This initialization 

scheme also prevents dynamic creation of network 

connection but the network connections in UAV is decided 

at the system design phase and does not need to be 

established dynamically. If we cannot make the network 

connections at the initialization phase it stops running the 

software. Thus this early network initialization can diagnose 

the malfunction caused by the network device failure or the 

lack of memory resources at the startup time and forbid the 

flight if this is the case. 

4 Performance evaluation 

We have implemented the proposed design in the Linux 

operating system (kernel version 2.6.12). We carefully 

implement the suggested design as a kernel module, which 

can avoid the modification of Linux kernel and enables less 

dependency on the kernel version. We carry out the 

performance measurement on a pair of embedded boards 

equipped with Intel XScale PXA270 (520MHz) and 

LAN91C111 Ethernet device. In this section, we present the 

basic communication latency (in Section 4.1) and network 

initialization overhead (in Section 4.2). 

4.1 Communication latency 

We compare the communication latency of two 

communication modes (i.e., queuing and sampling modes 

described in Section 3.2) with that of TCP/IP varying the 

message size. We have measured the latency using two 

processes running on different partition that send and 

receive the same size messages in a ping-pong manner 

repeatedly for a given number of iterations. We report the 

half of average time taken for each loop, which is one-way 

latency. We measure the communication latency between 

two partitions on two different nodes as well as on a single 

node. 

Figure 3 shows the communication latency measured on 

two nodes. As we can observe, the communication latency 

of our ARINC 653 can reduce the communication overhead 

up to 82% compared with TCP/IP. It is to be noted that the 

improvement would be even more significant if we compare 

our design with the ARINC 653 based on TCP/IP because 

this requires additional operations in addition to TCP/IP. 



This significant improvement is due to the lightweight 

design of the communication protocol as described in 

Section 3.1.  

 

 

Figure 3: Comparison of communication latency 

across two nodes 

 

 

Figure 4: Comparison of communication latency on 

single node 

 
Figure 4 shows the communication latency on a single node. 

This figure shows that our ARINC 653 outperforms TCP/IP 

even for the intra-node communication. The reason why the 

communication latency on single node is higher than that on 

two nodes is that the single CPU has to run both 

communication processes in the one node case. On the 

other hand, in the two nodes case, the communication 

processes can occupy CPU and run in parallel because they 

are running on different node. 

4.2 Network initialization overhead 

As we have described in Section 3.3, we define the network 

connections through a configuration file and setup all of 

them at the startup time avoiding runtime failures of 

connection establishment.  Accordingly we allocate and 

initialize the data structures for each connection at the 

startup time but this adds some overheads to the startup 

time. To analyze the impact of such early network 

initialization, we measure the network initialization 

overhead varying the number of network connections. As 

people usually start (i.e., cold boot) the avionics computer 

for every flight, we first measure the network initialization 

overhead when the avionics computer is just started. The 

measurement results are shown in Figure 5. As we can see, 

the overhead is less than 2ms and is not affected 

significantly by the number of connections.  

 

 

Figure 5: Network initialization overhead with cold 

boot 

 

 

Figure 6: Network initialization overhead with 

warm-up phase 

 
Then we measure the average initialization overhead for 

several iterations without rebooting. In this case, since the 

same size memory blocks are allocated and deallocated 

repeatedly across the iterations the Linux operating systems 

handles these memory blocks efficiently predicting that 

there are high chances to reuse them in near future. 



Consequently we can observe that the overhead is reduced 

significantly in Figure 6 compared with Figure 5.  

In Figures 5 and 6, we can see that the initialization 

overhead of sampling mode is slightly lower than that of 

queuing mode. This is because the data structures that 

represent a connection of sampling mode are smaller than 

the queuing mode case. Overall, the network initialization 

overhead is not significant compared with total system 

startup time and thus is acceptable regardless of having 

warm-up phase. 

5 Conclusions and future work 

In this paper, we have suggested a lightweight and layered 

structure of communication protocol for UAV which can 

provide low and predictable communication overhead but 

also portability across different network interconnections. 

We especially exploit the ARINC 653 standard to provide 

the essential features for software running on UAVs. This 

communication protocol provides several features which 

include ARINC 653 interfaces, two different 

communication modes called queuing and sampling modes, 

and efficient network initialization. We have implemented 

the proposed design in the Linux operating system and 

measured its performance over Ethernet network. The 

performance measurement results have showed that the 

communication latency of our ARINC 653 can reduce the 

communication overhead up to 82% compared with TCP/IP. 

In addition, we have presented the advantages of early 

network initialization and its acceptable overhead. 

As future work, we plan to expand the proposed 

communication support so that it can provide real-time 

features. In addition, we intend to apply the communication 

support to a real UAV. As a long-term goal, we plan to 

design and implement the full specifications of ARINC 653 

with a lightweight design for UAV.  
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