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Abstract 
 

With significant advances in network interfaces, I/O 
bus, and processor architecture of end node, 
innovative approaches are required to achieve high 
network bandwidth by fully utilizing available system 
resources. The issues related can be summarized into 
two: i) Utilizing I/O bus bandwidth for high bandwidth 
network connection and ii) Utilizing multiple cores for 
high packet processing throughput. In this paper, we 
conduct several experiments on a multi-core system 
with 10GigE and multi-port 1GigE network interfaces. 
We aim to show the impact of system configurations on 
the network performance and compare the 
performance of two different network interfaces. The 
experimental results show that, with the proper 
interrupt affinity configurations, the multi-port 1GigE 
can achieve comparable bandwidth to 10GigE. The 
peak bandwidth achieved by the multi-port 1GigE is 
6.7Gbps, which is more than 80% of the theoretical 
maximum I/O bus bandwidth on the experimental 
system. We, however, also show that the multi-port 
1GigE can consume much more processor resource 
than 10GigE. More importantly, we reveal that 
processing the packets on many cores can result in 
more resource consumption without much benefit. This 
can be because of locking overhead between softirqs 
running on different cores and lower cache efficiency. 
We show that the more tuning on the configuration 
cannot overcome this side effect. 
 
1. Introduction  
 

The network bandwidth provided on the end nodes 
is increasing drastically. For example, front-end 
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servers of data-centers are equipped with 10 Gigabit 
Ethernet (10GigE) [1] to support large number of 
clients and provide high bandwidth connection to 
clients [2]. It is expected that the network bandwidth 
which can be utilized on the end nodes is reaching at 
40Gbps and beyond in near future [3]. It is mainly due 
to the advances of the I/O bus technology that the end 
nodes can have the direct connection to such high 
bandwidth network with the capability of handling the 
high data rate. One of the most popular I/O bus 
standards is Peripheral Component Interconnect (PCI) 
of which successors, such as PCI-Extended (PCI-X) 
[4] and PCI-Express (PCIe) [5], are able to support 
high bandwidth I/O devices. For instance, PCI-X of 
64bit 133MHz and PCIe x4 can support about 8Gbps 
bandwidth. PCIe x32 can provide even higher 
bandwidth of 64Gbps. Though the bandwidth of 
network and I/O bus is balanced at a certain level, 
since the network and I/O bus technologies develop 
separately, it has been the bandwidth mismatch 
between network and I/O bus. 

Recently, the architecture of the commodity CPUs 
has undergone a fundamental change. It has been 
shown that power consumption and heat dissipation 
issues restrict the clock frequencies in modern 
microprocessors. To overcome these limitations the 
multi-core processor architecture has been suggested in 
which a processor package has multiple processing 
cores. The quad-core processors have been shipped out 
and are employed to many high-performance end 
nodes. Since the number of cores on a processor 
package will increase beyond eight, it is important to 
fully utilize the cores to support high bandwidth I/O.  

With significant advances in network interfaces, I/O 
bus, and processor architecture of end node, new 
approaches are required to achieve high network 
bandwidth by utilizing available system resources. The 
issues related can be summarized into two:  

 Utilizing I/O bus bandwidth for high bandwidth 
network connection: To utilize the high I/O bus 
bandwidth and make the network bandwidth 
comparable to this, we can use either a high 
bandwidth network interface or a multi-port network 
interface of lower bandwidth per port. For example, 



we can employ 10GigE or 8-port 1GigE network 
interface for PCI-X (64bit 133MHz). 
 Utilizing multiple cores for high packet processing 
throughput: When a large volume of packets are 
received it might be better to utilize the cores 
available in the system to process the packets in a 
parallel manner. For example, we can assign a subset 
of TCP connections into each core so that packets 
belong to different connections can be processed in 
parallel. 

In this paper, we conduct several experiments on a 
multi-core system with 10GigE and multi-port 1GigE 
network interfaces. We aim to show the impact of 
system configurations on the network performance and 
compare the performance of two different network 
interfaces. Though many researchers have shown the 
performance of 10GigE [7, 8, 9, 10, 11] and suggested 
schemes to process packets efficiently on multi-
processor systems [13, 14, 16, 17, 18, 19], this paper 
deals with wider spectrum of system configurations 
and present the first, to our knowledge, performance 
comparison between 10GigE and multi-port 1GigE. 

The experimental results show that, with the proper 
interrupt affinity configurations, the multi-port 1GigE 
can achieve comparable bandwidth to 10GigE. The 
peak bandwidth achieved by the multi-port 1GigE is 
about 6.7Gbps, which is more than 80% of the 
theoretical maximum I/O bus bandwidth on the 
experimental system. We, however, also show that the 
multi-port 1GigE can consume much more processor 
resource than 10GigE. Moreover, we reveal that 
processing the packets on many cores can result in 
more resource consumption without much benefit. 

The rest of the paper is organized as follows: 
Section II overviews the data path on TCP/IP protocol 
stacks. In addition, the section explains the interrupt 
affinity and the process affinity. In Section III, we 
describe the experiment methodologies. Section IV 
presents the performance measurement results of 
10GigE and multi-port 1GigE on a multi-core system. 
We discuss related work in Section V and finally 
conclude the paper in Section VI. 
 
2. Background 
 

In this section, we describe the network data path on 
TCP/IP protocol stacks implemented in the Linux 
kernel version 2.6 focusing on the receiver side. In 
addition, we explain the interrupt affinity and the 
process affinity on multi-core systems. 

 
2.1. Network Data Path 

 
When an application calls a receive system call, if 

there is the packet that already has been received in the 
kernel buffer, the data in the packet is copied to the 
user buffer. Otherwise, the process is forced to block. 

When a packet arrives to the Network Interface 
Card (NIC) on the host, the NIC moves the packet to 
the kernel buffer using DMA and generates an 
interrupt. Then the interrupt handler lets simply the 
upper layer know about the new packet arrival by 
generating a software event and returns.  In order to 
reduce the number of interrupts the NIC does not 
generate an interrupt for every packet. Instead, in 
Linux, the kernel polls if there are more packets 
received for a certain time, which is called New API 
(NAPI). The NAPI can improve the network 
bandwidth when a large volume of packets are 
received in a burst manner. 

The handler of the software events is implemented 
as a softirq, which corresponds to the IP and TCP 
layers. The softirq is the asynchronous handler to 
execute the deferrable functions for the corresponding 
software event. In earlier implementation than the 
Linux kernel version 2.4, the bottom half implements 
the IP and TCP layers of receiving path, which has the 
limitation that a bottom half cannot run on a processor 
even in the case where another kind of bottom half is 
running on a different processor. The softirq 
overcomes this limitation and thus the TCP/IP protocol 
stacks can run on several processors in parallel. The 
packet received in the kernel buffer is copied finally to 
the user buffer. If the receiver is blocked waiting a 
packet, the kernel reschedule the receive process. 
Otherwise, the packet is copied to the user buffer when 
the process calls the receive system call. 

In order to save the resource of the host processor 
and reduce the number of transactions on I/O bus, TCP 
Offload Engine (TOE) has been suggested [6]. The 
TOE implements the TCP/IP protocol stacks on the 
NIC while the host performs minimum functions of 
networking (i.e., sockets layer). Thus the most of 
packet processing can be done on the NIC skipping the 
TCP/IP stacks implemented in the operating systems. 

 
2.2. Interrupt Affinity and Process Affinity 

 
In general, I/O devices interrupt a processor core to 

notify the completion of I/O operations. The Advanced 
Programmable Interrupt Controller (APIC) routes the 
interrupts to one of the processor cores in the system 
based on the interrupt redirection table. In Linux, we 
can edit the redirection table using the smp_affinity file 
of each device in the /proc file system. The file 
identifies which cores handle the interrupts of the 
device. The irqbalance demon in Linux dynamically 
changes the files to adjust the interrupt affinity based 



on the number of interrupts generated for last 10 
seconds. 

A user process running on the multi-core systems 
can be mapped to a processor core so that the process 
is scheduled always on the same core. In Linux, the 
sched_setaffinity() and sched_getaffinity() system calls 
are supported to decide such process affinity. The 
Linux kernel also performs the process affinity aware 
scheduling based on the cpus_allowed field in the 
task_struct structure. Though the cpus_allowed 
normally includes all cores, the scheduler tries to run a 
process on the same core as long as possible.  

The interrupt affinity and the process affinity can 
maximize the cache effect on multi-core systems. The 
actual handling of I/O interrupts takes place in softirq 
as described in Section II-A. The softirq is mostly 
invoked on the core that has received the interrupt. 
Thus the interrupt affinity may result in that the softiq 
for the device runs on the same set of cores and 
improves the cache performance.  The process affinity 
also keeps the cache hit ratio high since the process is 
allowed to access the same cache module where its 
data and codes are stored. 

 
3. Measurement Methodologies 

 
In this section, we describe our experimental system 

setup and the cases that we configure and measure. We 
also describe the performance matrixes presented in 
Section IV and their measurement methodologies. 

 
3.1. System Setup 

 
Table 1 shows the hardware configuration of the 

server and client nodes used for the experimental 
system. The nodes are connected through the Netgear 
GSM7328S switch equipped with a 10G XFP adapter. 
As we can see in the table, one 10GigE NIC and two 4-
port 1GigE NICs are installed on the server node. The 
10GigE and 4-port 1GigE NICs are connected to PCIe 
x4 and PCI-X of 64bit 133MHz, respectively. The 
intention behind such configuration is to compare the 
performance and characteristics of these two different 
kinds of network connections. The Linux (kernel 
version 2.6.18) has been installed on the server and 
client nodes. Each client node has two onboard 1GigE 
ports and more than two processor cores. Therefore, 
each client has sufficient resource to drain about 2Gbps 
network bandwidth.  

In order to tune the network performance, we have 
set the system software parameters of the nodes and 
switch. Many of parameters and their impact on the 
performance have been studied on other researches [7, 
8]. Thus, in this paper, we mention only two 

parameters that have showed significant performance 
impact on our experimental system. The first 
configuration is the ARP reply parameter of Linux, 
which can be configured via arp_ignore and 
arp_announce variables. We set the variables so that 
the machines reply the MAC address only if the target 
IP address is local address configured on the incoming 
interface and both with the sender's IP address are part 
from same subnet on the interface. Otherwise, since 
every machine have multiple Ethernet ports, the 
communication can happen on any Ethernet port 
regardless of the subnet setting. This ARP 
configuration improves the maximum bandwidth of 
multi-port 1GigE by 68.5%. The second configuration 
is to turn on the IEEE 802.3x flow control feature on 
the switch. The flow control on the switch can reduce 
the packet loss and improve the TCP performance 
because it can avoid packet loss and prevents TCP 
reducing the window size. This configuration improves 
the maximum bandwidth of 10GigE by 22.2%. After 
setting up the system configurations, we have 
measured the communication bandwidth with and 
without the switch and observed that the switch affects 
the communication bandwidth less than 3%. 

 
Table 1 System Hardware Setup 

Node Processor Main 
Memory Network 

Server 

Two Intel Xeon 
2.66GHz processors 
(Clovertown Quad-

Core) 

4GB 

One Chelsio 
T310-SR 

10GigE NIC 
Two Silicom 
PXG4 4-port 
1GigE NICs 

Client 1 Two Intel Xeon 
3.0GHz processors 1GB 

Dual onboard 
Intel Pro/1000 

ports 

Client 2 Two Intel Xeon 
3.0GHz processors 1GB 

Dual onboard 
Intel Pro/1000 

ports 

Client 3
Two Intel Xeon 

2.66GHz processors  
(Bensley Dual-Core) 

2GB 
Dual onboard 
Intel Pro/1000 

ports 

Client 4
Two Intel Xeon 

2.66GHz processors 
(Woodcrest Dual-Core) 

2GB 
Dual onboard 
Intel Pro/1000 

ports 
 

3.2. System Configuration Alternatives 
 
In this paper we study the impact of interrupt 

affinity on network performance. We configure the 
interrupt affinity using the smp_affinity file as 
described in Section II-B. In case of multi-port NIC, 
each port on the NIC is recognized as a separate 
network device. Thus we can configure the interrupt 



affinity for each port without dependency on other 
ports. In order to represent the bitmasks for interrupt 
affinity we define a bit of the bitmask as Mp

c , where p 
represents the port number and c represents the bit 
number of the bitmask. For example, M1

0  means the 
value of the 0th bit for the bitmask of port number 1. 
Thus, if M1

0  = 1 then the packets on port 1 may 
generate interrupts to the core 0. Therefore, the 
bitmask for interrupt affinity of each port can be 
represented as a set of bits as follows: 

PORT0 = {M 0
0,  M 0

1 ,  …, M0
m - 1 }  

PORT1 = {M 1
0,  M 1

1 ,  …, M1
m - 1 }  

… 
PORTn - 1  = {  M n - 1

0 ,  M n - 1
1 ,  …, Mn - 1

m - 1 }  

where n is the number of ports and m is the number 
processor cores such that n ≥ m. In this paper, we use 
following configurations for multi-port 1GigE NICs. 

 ZERO: for al l  p ,  Mp
c  = 1 i f f  c  = 0,  

o therwise ,  M p
c  = 0  

 ALL: for a l l  p  and c ,  M p
c  = 1  

 RR: for al l  p ,  Mp
c  = 1 i f f  c  = p or c  = p % 

m for p>  m,  o therwise,  Mp
c  = 0  

In addition to these three configurations, we also 
measure the performance in case that the irqbalance 
demon runs. Since the demon modifies the 
smp_affinity file dynamically at the run-time we do not 
specifically set the bitmask for this measurement. 

In case of Chelsio 10GigE NIC, we do not have 
many options to configure with respect to the interrupt 
affinity, which is the same on any other single port 
NICs. The Chelsio NIC can operate in either TOE 
mode or non-TOE mode (named NIC mode). In this 
paper we measure the performance of both modes and 
show the benefits of TOE. On the other hand, the 
Silicom multi-port 1GigE NICs do not support TOE; 
therefore, in this paper, we do not show the benefit of 
TOE on multi-port 1GigE NIC. 

We also vary the number of processor cores from 1 
to 8. This can show the network performance on 
several multi-core system environments. The multi-
core processors installed on the server node are two 
Clovertown quad-core processors of which each has 
four cores and two of them share a 4MB L2 cache. 
When we set the number of processors into two, the 
only cores that share the L2 cache on the first 
processor package are available (2-core configuration). 
When we set the number of processors into four, the 
cores belong to the first processor package work (4-
core configuration). The all cores of two processor 
packages run for the eight core case (8-core 
configuration). 

 

3.3. Performance Matrixes and Measurement 
Methodologies 

 
We can utilize the multi-port NIC to achieve the 

performance near I/O bus bandwidth, which may have 
advantages with respect to price and early availability. 
On the other hand, we can employ a single-port high-
performance NIC for the same purpose, which can save 
number of ports required on the switch and space. In 
this paper, we measure the network bandwidth that can 
be achieved with 10GigE NIC and multi-port 1GigE 
NIC. To measure the bandwidth, we implement a 
distributed benchmark tool of a simple server-client 
model. The server process and client processes run on 
the server and client nodes described in Table 1, 
respectively. The client processes send packets to the 
server process based on the options, which can specify 
message size, packet interval, test duration, etc. The 
benchmark reports the bandwidth achieved by each 
connection. That is, the aggregate bandwidth presents 
the many-to-one bandwidth.  

Moreover, we measure the utilization of each 
processor cores in the system. Though the same 
bandwidth value can be observed with different 
configurations, the amount of system resources 
required to drain the bandwidth can be different. We 
measure the processor utilization using mpstat 
command. We also measure the number of interrupts 
observed on each processor core. The performance 
matrixes of processor utilization and number of 
interrupts can give the idea of how much efficiently the 
cores are used. 
 
4. Measurement Results 

 
In this section, we present our measurement results 

and compare the performance of 10GigE with that of 
multi-port 1GigE varying the number of cores. The 
details of system configurations and measurement 
methodologies have been described in Section III. 

 
4.1. Comparison between 10GigE and Multi-
port 1GigE 

 
Figure 1 compares the aggregate bandwidth of 

multi-port 1GigE with 10GigE varying the number of 
clients over the 8-core configuration. We refer the 
interrupt affinity setups of multi-port 1GigE and 
10GigE modes to Section III-B. As we can see in the 
figure, with the proper interrupt affinity configurations, 
the multi-port 1GigE (e.g., 1GigE-RR and 1GigE-
Balance) can achieve comparable bandwidth to 
10GigE. The peak bandwidth achieved by the multi-
port 1GigE is about 6.7Gbps, which is more than 80% 



of the theoretical maximum I/O bus bandwidth on the 
experimental system. We believe that the aggregate 
bandwidth can be increased even more if we add more 
clients. We can observe that the bandwidth of 1GigE-
ZERO is not increasing as much as other 1GigE cases 
as the number of clients increases. This is because the 
core 0 becomes the bottleneck with large number of 
clients. We can also see that the 10GigE-NIC is not 
very scalable to the number of clients.  
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Figure 1 Aggregate Bandwidth of Multi-Port 1GigE and 
10GigE on 8-core Configuration 

 
Figures 2, 3 and 4 compare the processor utilization 

of 10GigE-TOE, 10GigE-NIC, and 1GigE-Balance. 
The graphs show the snapshots of the processor 
utilization of every 1 second from 2nd second to 6th 
second after the measurement starts. Though the 
bandwidth achieved by 1GigE-Balance is comparable 
to 10GigE-TOE, the former consumes much more 
processor resource as shown in Figure 4. This is due to 
the fact that the TCP/IP protocol stack is performed on 
the NIC in the TOE mode. On the other hand, the 
packets received through the multi-port 1GigE have to 
traverse the TCP/IP protocol stacks implemented in the 
kernel. Accordingly, about 40% of each core resource 
is occupied to handle the incoming packets. 

An unexpected result is that 10GigE-NIC achieves 
even lower bandwidth in Figure 1 compared with 
1GigE and 10GigE-TOE for 8-clients case while the 
CPU utilization is not too high as shown in Figure 3. 
This means that the CPU is not a primary bottleneck. 
Since it is shown that the TCP/IP stack and the I/O bus 
on the experimental system is sufficient to deliver 
more than 6Gbps by 1GigE-Balance and 10GigE-TOE 
results, we suppose inefficiency of the NIC mode of 
Chelsio 10-GigE NIC to cause the low bandwidth. 

Figures 5 and 6 present the aggregate bandwidth of 
10GigE-TOE and 1GigE-ALL over different number 
of processor cores. As we can see in the figures, the 
bandwidth of both 10GigE and 1GigE is not changed 
much as the number of cores varies. In case of 10GigE, 
only one core is sufficient to achieve about 6Gbps 
throughput and even more. Thus more cores do not 

help the network bandwidth. On the other hand, 
1GigE-ALL can achieve only up to 4Gbps bandwidth 
with single core. 
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Figure 2 CPU utilization of 10GigE-TOE on 8-core 
Configuration 
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Figure 3 CPU utilization of 10GigE-NIC on 8-core 
Configuration 
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Figure 4 CPU Utilization of 1GigE-Balance on 8-core 
Configuration 

 
4.2. Impact of Number of Cores 

 
As we have observed in Figure 6, the bandwidth of 

multi-port 1GigE does not affected by number of 
processor cores after two cores. This is interesting 
result. Since the TCP/IP stacks are not offloaded in this 
case, the processor cores have to execute the TCP/IP 
stacks. In addition, 1GigE-ALL distributes the 
interrupts to all available cores in the system.  
Therefore, we can expect that the more cores the more 



parallelization of packet processing. The figure, 
however, does not show such results. Figures 7, 8, 9 
and 10 show the processor utilization of 1GigE-ALL 
over 1, 2, 4, and 8-core configurations, respectively. In 
Figure 8, we can observe that both of cores are very 
busy and leave only 3% of idle resource each. We, 
however, still see that there is no much idle resource 
even after increasing the number of cores into 4 
(Figure 9), where the aggregate idle resource is only 
53%. Figure 10 also shows little idle resource. This 
tendency can be observed on all multi-port 1GigE 
configurations.  
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Figure 5 Aggregate Bandwidth of 10GigE-TOE 
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Figure 6 Aggregate Bandwidth of 1GigE-ALL 

 
In order to analyze the aggregate busy and idle CPU 

resources, we accumulate the busy and idle resource 
values. The results are shown in Figure 11. The total 
aggregate CPU resource of each configuration is the 
same with 100 × number of cores because each core is 
represented as 100%. It is to be noted that the CPU 
resources become more busy as the number of cores 
increases though the bandwidth achieved is the same 
regardless of the number of cores as shown in Figure 6 
(except the 1-core case). This reveals that processing 
the packets on many cores can result in more resource 
consumption without any benefit. This can be because 
of locking overhead between softirqs running on 
different cores and lower cache efficiency. 
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Figure 7 CPU Utilization of 1GigE-ALL on 1-core 
Configuration 
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Figure 8 CPU Utilization of 1GigE-ALL on 2-core 
Configuration 
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Figure 9 CPU Utilization of 1GigE-ALL on 4-core 
Configuration 
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Figure 10 CPU Utilization of 1GigE-ALL on 8-core 
Configuration 
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Figure 11 Aggregate CPU Utilization of 1GigE-ALL 
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Figure 12 CPU Utilization of 1GigE-MIN on 8-core 
Configuration 

 
4.3. Does More Tuning Give Better Resource 
Efficiency? 

 
As we have seen in Section IV-B, utilizing more 

cores does not improve the network bandwidth while 
more CPU resources are required. Since we are able to 
achieve the peak bandwidth even with two cores as 
shown in Figure 6, we can come up with the idea to set 
the interrupt affinity so that all interrupts from the 
multi-port 1GigE NICs are mapped into only two cores 
on the 8-core configuration. We call this configuration 
1GigE-MIN because we make the mapping on the 
minimum set of cores that can achieve the peak 
bandwidth. 

The CPU utilization of 1GigE-MIN for 5 seconds is 
shown in Figure 12. As we can see, the all interrupt 
handling is done on cores 0 and 1. However, although 
we have set the affinity to only two cores, other cores 
are also busy with softirq. In many cases, the softirq 
runs on the same core where the corresponding 
interrupt handling has taken place but if there are too 
many packets to process the softirq processing is 
distributed to other cores as well. In case of 2-core 
configuration, only two cores take care of all softirq 
handling because there are no more available cores. On 
the other hand, in case of 8-core configuration, other 
cores are utilized to mitigate the load on cores 0 and 1. 
However, this induces the side effect that requires 

more processor resources without performance 
improvement. This reveals that the current Linux 
implementation has limitations to utilize the multi-core 
processors in an efficient manner for high network 
bandwidth. 
 
5. Related Work 
 

There have been many researches to measure and 
analyze the benefits of 10GigE. Feng and Hurwitz [7, 
8] have studied the various system parameters that 
decide the network throughput on 10GigE. 
Narayanaswamy et. al. [9] have analyzed the network 
performance of 10GigE at the Sockets, MPI, and 
application levels. Benefits of TOE also have been 
studied in [10, 11, 12]. In addition, there are researches 
on high availability [20] and performance optimization 
[21] using multi-port NICs. In this paper, we focus on 
the in-depth performance measurement of both 10GigE 
and multi-port 1GigE. 

The utilizing multi-processors for high network 
throughput has been studied in [13, 14]. In these work, 
various policies to distribute packets over multi-
processors have been suggested and implemented in 
the operating systems, such as x-kernel [15] and 
FreeBSD. For better cache utilization, Regnier et. al. 
[16] have suggested TCP onloading and Foong et. al. 
[17] have presented several process affinity schemes. 
Also, NIC-level assist for the processor affinity has 
been suggested in [18]. Chen and Moris [19] have 
studied the processor affinity for PC-based router. In 
this paper, we vary the system configurations and 
measure the impact on the network bandwidth and 
processor utilization. These quantitative results can 
lead a better processor affinity scheme.  

There are also researches to improve the 
communication performance between cores [22, 23, 
24]. However, since they deal with intra-node 
communication, the interrupt affinity and NIC 
configurations are not important issues. 

Overall, this study is distinguished from the 
previous researches in the sense that we deal with 
wider spectrum of system configurations and compare 
two different network interfaces. 
 
6. Conclusions and Future Work 

 
In this paper, we have conducted several 

experiments on a multi-core system with 10GigE and 
multi-port 1GigE network interfaces. The experiment 
results show the impact of system configurations on 
the network performance and compare the performance 
of two different network interfaces. We have observed 
that, with the proper interrupt affinity configurations, 



the multi-port 1GigE can achieve comparable 
bandwidth to 10GigE. The peak bandwidth achieved 
by the 8-port 1GigE is 6.7Gbps, which is more than 
about 80% of the theoretical maximum I/O bus 
bandwidth on the experimental system. On the other 
hand, we have also showed that the multi-port 1GigE 
can consume much more processor resource than 
10GigE that supports TOE. More importantly, we have 
revealed that processing the packets on many cores can 
result in more resource consumption without any 
benefit. This can be because of locking overhead 
between softirqs running on different cores and lower 
cache efficiency. We have also showed that more 
tuning on the configuration still has limitations to 
overcome this side effect. These in-depth 
measurements and analyses give the insight of the 
system behaviour and place high demand on 
improvement of softirq handling in the Linux kernel 
for multi-core systems. 

As future work, we intend to perform the same set 
of measurements on a virtualized multi-core system 
and measure the number of cache misses as well. Also 
we plan to suggest a scheme to improve the softirq 
handling for multi-core systems. Along with the work 
suggested, we intend to find a general answer to 
whether multiple slower ports are ever a better idea 
than single faster port, and if so, the conditions under 
which this holds. 
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