
Schedulability Analysis of Linux Task Groups for Hard Real-Time

Systems

Yin-Goo Yim

Department of Smart ICT Convergence, Konkuk University

120 Neungdong-ro, Gwangjin-gu, Seoul 05029, Korea

ygyim@konkuk.ac.kr

Hyun-Chul Jo, Hyun-Wook Jin

Department of Computer Science and Engineering, Konkuk University

120 Neungdong-ro, Gwangjin-gu, Seoul 05029, Korea

{hcjo, jinh}@konkuk.ac.kr

Sang-Il Lee

Agency for Defense Development

Songpa P.O.Box 132, Songpa-gu, Seoul 05661, Korea

happyjoy@add.re.kr

Abstract

Linux provides the resource reservation framework called control group (cgroup), which allows task
groups can reserve hardware resources, such as CPU and memory. However, the schedulability test of
Linux task groups is overoptimistic and does not consider the deadline-based scheduler. Thus, cgroup
cannot guarantee the task groups to utilize the CPU resources as much as reserved. To cope with these
limitations, we suggest a new schedulability analysis algorithm, the basic idea of which is to test whether all
task groups have a room to fully utilize their reserved CPU resources after the execution of higher-priority
task groups while considering the characteristics of the Linux task scheduler. The suggested algorithm
is implemented as a user-level tool, which can contribute to enhance the performance guarantee of hard
real-time applications running on Linux. 1

1 Introduction

Real-time improvements for Linux become more im-
portant as Linux is utilized in wider range of embed-
ded systems. Accordingly, there have been signifi-
cant efforts for real-time improvements for Linux [1,
2]; thus, it is natural to consider Linux as a poten-
tial operating system for hard real-time applications.
For example, Linux is already exploited in mission
critical robots [3] and ground control systems for un-
manned aerial vehicles [4]. However, still there are
several features to be improved, because Linux is not

initially designed for hard real-time systems.

One of the most important functions that hard
real-time systems have to provide is to guarantee
reservations of hardware resources, such as CPU and
memory. Linux also provides the resource reserva-
tion framework called control group (cgroup), which
allows task groups can reserve hardware resources.
In order to support hard real-time applications,
we have to analyze whether given task groups are
schedulable with requested CPU resources. How-
ever, the schedulability test implemented in the cur-
rent Linux kernel has following limitations in terms

1This work was supported by the Dual Use Technology Program (UM13018RD1).
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of CPU resources:

• The schedulability test of cgroup is overopti-
mistic: The current implementation of Linux
task group scheduling only guarantees that
task groups do not consume more CPU re-
sources than reserved, while the schedulability
test is simply passed if the total utilization is
less than 95%. However, this cannot guarantee
that all task groups can use the CPU resources
as much as reserved for every period.

• The schedulability test for cgroup does not
consider SCHED DEADLINE : In Linux,
SCHED DEADLINE is the highest prior-
ity scheduler, which is yet to be ready for
cgroup. Therefore, the cgroup, which uses
lower priority schedulers (e.g., SCHED FIFO
and SCHED RR), should consider the CPU
resources reserved by SCHED DEADLINE in
the schedulability test, but the current imple-
mentation does not.

The schedulability analysis for periodic task
groups has been studied by many researchers [5].
These studies assume that tasks also follow a pe-
riodic task model and have isolated intra-group pri-
orities. However, in Linux, although the CPU re-
sources of a task group can be reserved with the pe-
riod and runtime attributes of cgroup, the tasks are
non-periodic processes but also are scheduled based
on priorities of global scope. Thus, existing method-
ologies for schedulability test cannot be directly ap-
plied to Linux.

To cope with these issues, we suggest a schedu-
lability test algorithm that finds the worst-case sce-
nario of given task groups and performs the schedu-
lability test. Although the suggested algorithm is
more pessimistic than the current cgroup implemen-
tation, we can guarantee that task groups can utilize
the CPU resources as much as they have reserved
for every period. We implement the suggested al-
gorithm as a user-level tool, which can enhance the
performance guarantee of hard real-time applications
running on Linux.

The rest of the paper is organized as follows: In
Section 2, we give an overview of cgroup and dis-
cuss related work. Then we discuss limitations of
the current schedulability test implemented in Linux
in Section 3. In Section 4, we describe our schedu-
lability test algorithm and its implementation. The
performance evaluation is done in Section 5. Finally,
we conclude this paper in Section 6.

2 Background

2.1 cgroup and Task Groups

The cgroup framework of Linux can group tasks (i.e.,
processes) and control the resource usage of task
groups. To do this, the framework provides interfaces
to define subsystems of hardware resources, such as
CPU, memory, network, etc. For instance, we can
create a cpu subsystem to control the CPU usage of a
task group. The 2-tuple (period, runtime) in the cpu
subsystem can be specified for a task group that con-
sists of real-time tasks scheduled by SCHED FIFO
or SCHED RR. Then it is guaranteed that the CPU
usage of the task group does not exceed the specified
runtime for every period. The tasks attached to the
same subsystem share the resources specified by the
subsystem. We can also limit the CPU usage of non-
real-time task groups by specifying share or (period,
quota) of the cpu subsystem. In the current Linux
implementation, however, cgroup does not support
the tasks scheduled by SCHED DEADLINE.

The cgroup framework provides virtual file sys-
tem interfaces under /sys/fs/cgroup to control the
subsystems and task groups. The subsystems are
created as a directory, while their attributes, such as
period and runtime, are shown as files. In addition,
there is the tasks file that specifies process IDs of
member tasks of a task group. Thus, by creating
subsystem directories and echoing attribute values
to files, we can simply manage task groups and their
resource usage.

2.2 Related Work

The schedulability test of periodic tasks has been sig-
nificantly studied in the past 40 years [6]. It has been
already proven that a set of n tasks is schedulable if
utilization U ≤ n(21/n−1) for Rate Monotonic (RM)
scheduling algorithm and U ≤ 1 for Earliest Dead-
line First (EDF) scheduling algorithm on a single
processor system [6]. The utilization U is defined as∑n

i=1
(Ci/Ti), where Ci and Ti are the execution time

and period of the ith task, respectively. Recently, the
schedulability test for multi-processor systems is also
actively studied [7], but the researchers assume lim-
ited environments due to the complexity of real-time
multi-processor scheduling.

As partitioned systems, such as Integrated Mod-
ular Avionics (IMA) [8], are emerging, the above
schedulability test mechanisms are extended for task
groups [5]. In addition, Shin and Lee [9] suggested
a scheme to decide a task group’s period and execu-
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tion time that satisfy the period and execution time
of member tasks. These studies also inherently as-
sume a periodic task model, but member tasks of
a Linux task group do not follow a periodic task
model as mentioned in Section 2.1. In addition, as
far as the runtime of the corresponding task group re-
mains, the tasks are scheduled based on their global
priority regardless of which group the tasks belong
to. Thus, existing methodologies for schedulability
analysis cannot be directly applied to the Linux task
groups.

There are several investigations on the cgroup
extensions for real-time CPU scheduling [10, 11, 12],
but these target sporadic or periodic task model. In
this paper, we mainly target the priority-based task
model for SCHED FIFO and SCHED RR. A study
on performance isolation by means of the cpuset

subsystem also carried on and showed the impor-
tance of CPU resource partitioning but also the im-
portance of memory resource partitioning [13].

3 Motivation

In the current Linux implementation, the deadline-
based scheduler (i.e., SCHED DEADLINE),
priority-based scheduler (i.e., SCHED FIFO and
SCHED RR), and completely fair scheduler (i.e.,
SCHED OTHER) coexist, where the deadline-based
scheduler has the highest priority, and the com-
pletely fair scheduler has the lowest one. Among
these three schedulers, only the priority-based sched-
uler and completely fair scheduler can support the
task group, the CPU resources of which are speci-
fied in the cpu subsystem of cgroup as mentioned in
Section 2.1.

Although the priority-based scheduler is respon-

sible for non-periodic real-time tasks, the group of
which specifies its CPU resources in a periodic man-
ner by setting (period, runtime) of the cpu subsys-
tem. Whenever the period and runtime of a task
group are set, the Linux kernel performs a schedu-
lability test by investigating whether the total CPU
utilization of task groups U(=

∑n
i=1

(Θi/Πi)) ≤ 0.95,
where Θi and Πi are the execution time and period of
the ith group, respectively. U is limited below 95% to
reserve 5% of CPU resources for CFS tasks prevent-
ing their starvation. However, even if this formula is
passed, the task groups are not guaranteed to fully
utilize the reserved CPU resources. Only thing guar-
anteed is that the task groups do not excessively use
the specified CPU resources.

For example, Figure 1 shows how the three task
groups, TG1, TG2, and TG3, of Case 1 in Table 1
are scheduled based on their period and runtime. For
the sake of simplicity, all task groups have only one
priority-based task. The arrows of the figure rep-
resent the starting points of each period, and other
tasks mean the default processes generated by the
Linux when it starts up. In Case 1, the task groups
are utilizing the CPU resources as much as they re-
served for every period. However, Case 2 that has
the same period and runtime with Case 1 but dif-
ferent priorities of member tasks cannot guarantee
the reserved CPU resources as shown in Figure 2. In
this figure, ⊠ represents the period where the corre-
sponding task group underutilizes the reserved CPU
resources due to a higher-priority task group. That
is, it turns out that the cgroup accepts unschedulable
task groups and hence the scheduler cannot guaran-
tee the CPU resources required by the task groups.
This is mainly because the schedulability test in the
current cgroup implementation does not consider the
characteristics of the Linux CPU schedulers, which
results in an overoptimistic schedulability analysis.

Taskgroup Period(ms) Runtime(ms) Task Priority Task Scheduler
TG1 100 20 10 (high) SCHED FIFO

Case1 TG2 200 40 8 (medium) SCHED FIFO
TG3 300 60 6 (low) SCHED FIFO
TG1 100 20 6 (low) SCHED FIFO

Case2 TG2 200 40 8 (medium) SCHED FIFO
TG3 300 60 10 (high) SCHED FIFO
DT1 50 20 - SCHED DEADLINE

Case3 TG1 100 20 10 (high) SCHED FIFO
TG2 200 40 8 (medium) SCHED FIFO
TG3 300 60 6 (low) SCHED FIFO

TABLE 1: Example sets of task groups

3



FIGURE 1: Scheduling of task groups in
Case 1

FIGURE 2: Scheduling of task groups in
Case 2

FIGURE 3: Scheduling of task groups in
Case 3

In addition, the formula, U ≤ 0.95, does not
take into account the CPU resources reserved by
the deadline-based tasks. Since these tasks have the
highest priority, 95% of CPU resources are not avail-
able for task groups if deadline-based tasks exist in
the system. For instance, Case 3 of Table 1 has the
same task groups as Case 1, which does not suffer

from resource underutilization, but now TG3 cannot
fully utilize its CPU resources because of a deadline-
based task DT1. Even then the cgroup accepts TG3

because it passes U ≤ 0.95. Thus, we have to con-
sider the deadline-based tasks in the schedulability
analysis of task groups.

4 Schedulability Analysis of

Linux Task Groups

In this section, we suggest a new method for the
schedulability analysis of Linux task groups, which
can guarantee each task group to fully utilize its re-
served CPU resources. As the first step of this study,
we assume a single processor system, where we can
model the behavior of the CPU scheduler more easily
than multi-processor systems.

4.1 Worst Case Analysis

In order to examine whether all task groups can con-
stantly use entire reserved CPU resources for every
period, we first need to know the worst-case scenario
for given task groups. Liu and Layland [6] define
the critical instant as the instant at which a request
for a task has the largest response time. It is proven
that, with a fixed-priority scheduling algorithm (e.g.,
RM), a critical instant for any task occurs whenever
the task is requested simultaneously with requests
for all higher priority tasks on a single processor sys-
tem. This is also applicable to the task groups if
the scheduler strictly isolates the CPU resources be-
tween task groups [5]. Such group schedulers usually
manage the CPU resources hierarchically in that the
group scheduler assigns CPU resources across task
groups according to their period and execution time,
while the task scheduler runs processes in the current
group during the time window given by the group
scheduler.

However, the Linux CPU scheduler does not per-
form in a hierarchical manner, nor in an isolated
manner. It simply chooses the next process to run
based on the priority of schedulers and the priority
of tasks without the knowledge about task groups.
Then, if the specified runtime of a task group is con-
sumed by its member tasks, the CPU resources for
this group are throttled so that the member tasks
become blocked until the next period. Nevertheless,
the scheduler does not care even if a task group could
not occupy the CPU resources as much as reserved.
Therefore, the Linux task group scheduling is differ-
ent from hierarchical task group scheduling in that:
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• Scheduling based on tasks’ priority: Since the
priority of a task group is not decided by its
attributes, such as period and deadline, but
decided by the priorities of member tasks, it
is hard to figure out the group-level priority.

• Non-periodic member tasks : The members of a
Linux task group are not periodic tasks. Thus,
at the schedulability analysis phase, it is impos-
sible to determine which task would run when,
even though we are assuming the critical in-
stant.

When we perform the schedulability test of a
task group with the critical instant, we have to know
higher priority task groups by its definition. In this
study, if a task group TGj includes a member task
that has a higher priority than the lowest priority
task of a task group TGk, TGj is considered as a
higher-priority task group of TGk. We describe the
details of schedulability analysis algorithm in Section
4.2.

4.2 Schedulability Analysis Algo-

rithm

Algorithm 1 describes our schedulability analysis
method. The basic idea of this algorithm is to test
whether all task groups have a room to fully utilize
their reserved resources after the execution of higher-
priority task groups for critical instant. In this algo-
rithm, if a task group has a chance to have a higher
priority than another task group, we consider the for-
mer as a higher priority task group than the latter.
Of course, the latter also can have a higher priority
than the former at some point based on which mem-
ber task is running. In this case, the algorithm tests
both cases.

In Algorithm 1, inT gList represents the list of
task groups ordered in descending order of the max-
imum priority of member tasks, and dlT gList is the
list of deadline-based tasks. In regard to task groups,
we only consider the groups of priority-based tasks,
because the groups of CFS tasks do not affect the
the schedulability test. The algorithm analyzes the
schedulability of each task group (Line 4). To do
this, the algorithm first computes the CPU resources
reserved by the deadline-based tasks for a period of
the task group, currentT g (Lines 6-8). Then, the
algorithm calculates the CPU resources reserved by
the higher-priority task groups by traversing the task
group list (Lines 9-17), where there can be three pos-
sible cases: (i) skips itself (Lines 10-11), (ii) has con-
sidered all task groups that can have a higher pri-
ority (Lines 12-13), and (iii) accumulates the CPU

resources reserved by a higher-priority task group
(Lines 14-15). Finally, if the task group, currentT g,
cannot utilize its runtime within the period after the
execution of higher-priority task groups, the algo-
rithm returns false (Lines 18-20), otherwise, returns
true (Line 22).

4.3 Implementation

We implemented the suggested algorithm as a user-
level program. This tool gathers information for task
groups and their member tasks through /sys and
/proc file systems. By reading the /proc/〈pid〉/sched
directory, the tool obtains the period and runtime of
deadline-based tasks, which are used to compute the
CPU resources reserved by SCHED DEADLINE, the
highest priority scheduler. Then the tool accesses
/sys/fs/cgroup/cpu to gather the (period, runtime)
information of task groups and the process IDs of
member tasks, and gathers the priority information
of member tasks through /proc/〈pid〉/stat. The tool
constructs a list of task groups and sorts these in de-
scending order of the maximum priority of member
tasks by using the insertion sorting algorithm. This
list is passed to the schedulability analysis algorithm
described in Section 4.2. The tool finally provides
the result of the schedulability analysis.

5 Performance Evaluation

5.1 Schedulability Test Simulation

We evaluated the suggested schedulability test
method at the algorithm level by running simulation
tests. In the experiments, we generated many sets
of task groups with different total utilization U =
{0.40, 0.45, 0.50, 0.55, 0.60}. The existing cgroup im-
plementation accepts all task groups generated, be-
cause U ≤ 0.95. However, our schedulability test
does not accept task groups if it is not guaranteed
that all of them can fully utilize the reserved CPU re-
sources for every period. Thus, as shown in Figure 4,
the sets of task groups that pass the schedulability
test become less as the number of groups or the to-
tal utilization increases, which clearly shows that the
existing schedulability test is overoptimistic.
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Algorithm 1 Schedulability Analysis Algorithm

Input : inTgList, dlTgList

1: currentT g ← NULL
2: hpTg← NULL
3: hp runtime← 0
4: for currentT g ← inT gList.head to tail do
5: hp runtime← 0
6: for hpTg← dlT gList.head to tail do
7: hp runtime← hp runtime+ ⌈(currentT g.period)÷ (hpTg.period)⌉ × (hpTg.runtime)
8: end for

9: for hpTg← inT gList.head to tail do
10: if currentT g == hpTg then

11: continue

12: else if currentT g.minpriority > hpTg.maxpriority then

13: break

14: else

15: hp runtime← hp runtime+ ⌈(currentT g.period)÷ (hpTg.period)⌉ × (hpTg.runtime)
16: end if

17: end for

18: if hp runtime > currentT g.period− currentT g.runtime then

19: return False
20: end if

21: end for

22: return True

FIGURE 4: Rate of task groups accepted by
the schedulability test

In addition, we analyzed the case that task groups
run with a deadline-based task as shown in Fig-
ure 5. In this experiment, the total utilization of task
groups was fixed to 45%, while the utilization of the
deadline-based task increased from 0% to 20%. The
legacy schedulability test accepts all these cases be-
cause it does not consider deadline-based tasks, but
the suggested schedulability test shows a less pass
rate as the CPU resources reserved by a deadline-
based task increases.

FIGURE 5: Rate of task groups accepted
by the schedulability test with deadline-based
tasks

5.2 Overhead of Schedulability Test

We measured the overhead of the schedulability test
tool described in Section 4.3 varying the number of
task groups and tasks. Our evaluation is performed
on a system equipped with an Intel Core 2 proces-
sor. Ubuntu 14.04 LTS (kernel version 3.16.6) was
installed to the experimental system. We enabled
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only one core because in this paper we target a sin-
gle processor system.

FIGURE 6: Schedulability analysis over-
head with different number of tasks

FIGURE 7: Schedulability analysis over-
head with different number of groups

FIGURE 8: Schedulability analysis over-
head with different number of deadline-based
tasks

To analyze the impact of number of tasks, we in-
creased it from 10 to 100 while fixing the number of
groups into 1. The experimental results are shown in
Figure 6. As we can see, the overhead of schedula-
bility test increases in proportional to the number of
tasks. We also changed the number of groups while
the total number of tasks was fixed to 100. In Fig-
ure 7, we can observe that the overhead increases by
the number of task groups, but the overhead is more
sensitive to the number of tasks because we need to
access both /sys and /proc file systems for each task
as described in Section 4.3.

We also analyzed the impact of number of
deadline-based tasks on the schedulability test over-
head. Figure 8 shows the experimental results.
In these experiments, we fixed the number of task
groups and that of member tasks into 1 and 100, re-
spectively. We can observe that the gradient of this
figure is similar with that of Figure 7. This is be-
cause only one more access to the virtual file system
is required for an additional group or deadline-based
task.

6 Conclusions and Future

Work

In summary, we suggested a novel algorithm for
schedulability analysis of Linux task groups, which
can guarantee that all task groups can fully utilize
their reserved CPU resources for every period. This
algorithm is implemented as a user-level tool. The
performance evaluation showed that the overhead
increased in proportional to the number of mem-
ber tasks while the impact of number of groups and
deadline-based tasks was not relatively significant.
In addition, we examined our algorithm with a large
number of task group sets and observed that less sets
of task groups were accepted as the number of task
groups or the CPU utilization increased.

As future work, we intend to investigate if our
algorithm is over-pessimistic, which can safely guar-
antee the CPU resources but can reject sets of task
groups actually schedulable. In addition, we plan to
extend the suggested algorithm for muti-processor
systems.
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